
Benchmarking ADaCGH2 and comparison with previous

versions

Ramon Diaz-Uriarte1

28-December-2013

1. Department of Biochemistry, Universidad Autonoma de Madrid Instituto de
Investigaciones Biomedicas “Alberto Sols” (UAM-CSIC), Madrid (SPAIN).

rdiaz02@gmail.com

Contents

1 Introduction 3
1.1 Data set and hardware . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
1.2 Segmentation methods used . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

1.2.1 Difficulties of using some methods with large data sets . . . . . . . . . 5
1.3 Tables: column name explanation . . . . . . . . . . . . . . . . . . . . . . . . . 5

2 Comparison with v. 1.10 of ADaCGH2 7
2.1 Main differences between the old (v. 1.10) and new versions (v. ≥ 2.3.4) of

ADaCGH2 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7
2.2 Data and code availability . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8
2.3 Reading data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9
2.4 Analyzing data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

3 Other comparisons 39
3.1 Comparison with non-parallelized executions . . . . . . . . . . . . . . . . . . 39
3.2 Reading from a directory of files vs. other options . . . . . . . . . . . . . . . . 41
3.3 Analyzing large data with RAM objects . . . . . . . . . . . . . . . . . . . . . 42

4 Comments and recommended usage patterns 43
4.1 Recommended usage: summary . . . . . . . . . . . . . . . . . . . . . . . . . . 43
4.2 Recommended usage: details . . . . . . . . . . . . . . . . . . . . . . . . . . . 43

List of Tables

1 Reading benchmarks for Coleonyx: Intel Xeon E5645, 12 cores, 64 GB RAM 10
2 Reading benchmarks for Gallotia: AMD Opteron 6276, 64 cores, 256 GB RAM 14
3 Reading benchmarks for Lacerta: AMD Opteron 6276, 64 cores, 384 GB RAM 18
4 Analysis benchmarks for Coleonyx: Intel Xeon E5645, 12 cores, 64 GB RAM 24
5 Analysis benchmarks for Gallotia: AMD Opteron 6276, 64 cores, 256 GB RAM 28
6 Analysis benchmarks for Lacerta: AMD Opteron 6276, 64 cores, 384 GB RAM 33
7 Analysis benchmarks using Lacerta and Gallotia with MPI over Infiniband

(total 124 cores) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37

1



8 Time and memory usage of segmentation: comparison with non-parallized
executions. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

9 Time and memory usage when reading data . . . . . . . . . . . . . . . . . . . 41
10 Time and memory usage of segmentation with default options . . . . . . . . . 42

List of Figures

1 Wall time and memory usage when reading data: version comparison . . . . . 13
2 Wall time and memory usage when analyzing data: version comparison . . . 23

2



1 Introduction

I provide here comparisons with the former version of ADaCGH2 (v. 1.10, as available in
BioConductor v. 2.12) as well as some comparisons against non-parallelized executions and,
finally, some details about recommended patterns of usage. The benchmarks shown here
total more than 2047 hours of wall time (more than 85 days) and correspond to over 400
runs for reading and 370 for analysis. The purpose of these benchmarks is to show the
differences in performance between the new and old versions, as well as to illustrate the
effects of changing several parameters in the new version. Before showing the results, we
provide information about the hardware and data sets.

It should be noted that the very first version of ADaCGH (the one documented in Diaz-
Uriarte and Rueda (2007)) will no longer run in current versions of R without tweaks, as it
depends on a package (papply) that no longer installs in current versions of R (it had problems
at least since v. 2.15.0 of R). The web-based application documented in that paper still works
because I did perform those tweaks, and because in some servers we are still running version
2.9.0 of R. However, for the final user, comparisons against that initial version are therefore
of little interest. Thus, the benchmarks that I show provide comparisons against the version
available from release 2.12 of BioConductor; this “old” version (v. 1.10) still runs, but already
incorporates several major advantages over the initial one documented in the PLoS ONE
paper, mainly:

• Clusters are not restricted to MPI cluster, whereas the initial version only allowed
MPI clusters; so, for instance socket clusters (much easier to use in Windows than
MPI clusters) were not available.

• There are no dependencies on deprecated or orphaned packages so the package will
install in current versions of R.

• ff objects start to be used. The very first version always required the complete data
set to be in memory in the master process for the duration of the analysis, and MPI
moved around actual columns of the data frame, and not just pointers to ff objects. As
a consequence, for the initial version, memory requirements for analysis were actually
higher than the memory requirements of reading data of the “old” version; thus the
largest possible data for analysis were smaller than the ones for v. 1.10, and analyses
were also slower.

• Two algorithms, ACE and PSW, were eliminated because of little usage, and a new
and very fast one, HaarSeg, included.

• Input from, and output to, other BioConductor packages was added.

Therefore, in what follows, “old” refers to v. 1.10, as available from BioConductor 2.12,
and “new” to versions ge2.3, and those are the versions that will be compared.

1.1 Data set and hardware

We will use a simulated data set that contains 6,067,433 rows and up to 4000 columns of data;
these are, thus, data for an array with 6 million probes and data for up to 4000 subjects.
Many of the examples shown below will use smaller subsets of the data, smaller in terms
of the number of subjects or samples (columns). There are 421,000 missing values per data
column.
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To give an idea of sizes, the ASCII file with the data for the 1000 column data is about
96 GB1. The directory with the data for 2000 columns occupies about 198 GB and, when
archived and compressed with bzip2, occupies 78 GB. The RData for the 1000 columns
data is 46 GB (without compression; 41 GB with the standard R compression); in a freshly
started R session, loading the RData will use 46 GB (as reported by gc()). The RData
object with the 1000 columns, when loaded into R in the PowerEdges, takes 13 minutes to
load and uses a total of about 46 GB (45.7 from calls to gc before and after loading the
object, and adding Ncells and Vcells, or 45.6 as reported by object.size). Note that this
is not the result of the object being a data frame and having a column with identifiers (a
factor), instead of being a matrix; a similarly sized matrix with just the numeric data for
the probes (i.e., without the first three columns of ID, chromosome, and location) has a size
of 45.2 GB (therefore, the difference of 300 MB due to the first column, ID, being a factor
with the identifiers, is minute relative to the size of the matrix).

The examples below were run on a Dell PowerEdge C6145 chasis with two nodes. Each
node has 4 AMD Opteron 6276 processors; since each processor has 16 cores, each node
has 64 cores. One node has 256 GB RAM and the other 384 GB of RAM. Both nodes are
connected by Infiniband (40Gb/s). For the data presented here, when using a single node,
the data live on an xfs partition of a RAID0 array of SAS disks (15000 rpm) that are local
to the node doing the computations. When using the two nodes, the data live on one of the
xfs partitions, which is seen by the other node using a simple NFS setup (we have also used
distributed file systems, such as FhGFS, but they have tended to be a lot slower in these
experiments; your mileage might vary). Therefore, in the table entries below, executions
using both nodes will indicate “124 cores” 2

We will also show some examples run on an HP Z800 workstation, with 2 Intel Xeon
E5645 processors (each processor has six cores), and 64 GB of RAM. The data live on an
ext4 partition on a SATA disk (7200 rmp).

In both systems, the operating system is Debian GNU/Linux (a mixture of Debian testing
and Debian unstable). The Dell PowerEdge nodes were running version R-2.15.1 as available
from the Debian repository (v. 2.15.1-5) or, later, R-3.0.1, patched (different releases, as
available through May and June of 2013), and compiled from sources. The Xeon workstation
was running R-2.15.1, patched version (2012-10-02 r60861), compiled from sources or, later
R-3.0.1, patched (different releases, as available through May and June of 2013). Open MPI
is version 1.4.3-2 (as available from Debian).

1.2 Segmentation methods used

The methods available in ADaCGH2 are (see further details in the help of function pSegment):

• The popular Circular Binary Segmentation approach, described in its current imple-
mentation in Venkatraman and Olshen (2007) and implemented in package DNAcopy.

• A wavelet-based method, proposed in Hsu et al. (2005). This is called pSegementWavelets

in ADaCGH2.

• Another wavelet-based method, HaarSeg, published in Ben-Yaacov and Eldar (2008).
This was later made available as an R-package as Ben-Yaacov and Eldar (2009).

1All sizes are computed from the reported size in bytes or megabytes, using 1024, or powers of 1024, as
denominator.

2124 is not a typo; it is 124, even if the total number of cores is 128 = 64 ∗ 2. This is due to the
following documented issue with Open MPI and Infiniband: http://www.open-mpi.org/community/lists/

users/2011/07/17003.php, and since 1282 = 16384, we are hitting the limit, and we have not had a chance
to correct this problem yet. Regardless, the penalty we would pay would be a difference of 4 process out of
124.
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• HMM, as described by Fridlyand et al. (2004) and implemented in package Fridlyand
and Dimitrov (2010).

• BioHMM, a non-homogeneous HMM, described in Marioni et al. (2006) and imple-
mented in package Smith et al. (2009).

• The CGHseg method described in Picard et al. (2005). An implementation of part of
this method is available in the R package Huber et al. (2006), but ADaCGH2 is the
first R implementation of the full description of the CGHseg procedure (see comments
in the help of function pSegmentCGHseg).

• GLAD, a method first described in Hupe et al. (2004) and implemented in Hupe (2011).

1.2.1 Difficulties of using some methods with large data sets

The tables below only show benchmarks for methods HMM, BioHMM, HaarSeg (referred
as Haar) and CBS. CGHseg and the wavelet approach described in Hsu et al. (2005) can-
not be used when any chromosome has a large number of probes because of their memory
use. With CGHseg the problem arises in the underlying tilingArray package, in the in-
ternal step of computing the “costMatrix”, a function called by the function segment in
tilingArray. When analyzing the first chromosome (for a single subject), the request is
for 1493 GB. For the wavelet approach, the problem shows up in the clustering step, when
function pam (from package cluster) is called. For instance, the memory requirements for a
chromosome of 350000 probes would exceeded 400 GB (the request is for a vector of doubles
of size 1 + (n ∗ (n− 1))). It must be emphasized that, in both cases, it is not the complete 6
million probes, nor using multiple subjects, which causes the problems: neither of the meth-
ods is capable of analyzing the first chromosome for a single subject. GLAD seems capable
of dealing with large data sets in terms of memory usage, but it is extremely slow. After
more than four days, the method had not been able to finish the analysis of the 50-column
data set in the machines with 64 cores; on closer inspection, the problem lies in function
OptimBkpFindCluster, a C function internal to the package, and is not attributable, there-
fore, to the initial segmentation method (we were using, anyway, the recommended fast
function, which uses HaarSeg). Finally, to run method BioHMM we often had to increase
the ulimit (stack limit), by using ulimit -u, from the shell.

1.3 Tables: column name explanation

For the tables below, the meaning of columns is as follows:

Wall time (min.) The “elapsed” entry returned by the command system.time. This is
the real elapsed time, the wall time, in minutes, since the function was called.

It is important to understand that these timings can be variable. In many cases,
we show repeated executions with the exact same settings, that will help show the
variability in those numbers.

Memory (GB) The memory used by the master R process. This is the sum of the two
rows of the “max used” column reported by gc(), in R, at the end of the execution of
the given function. This number cannot reflect all the memory used by the function if
the function spawns other R processes (via MPI or forking, for example).

Σ Memory (GB) A simple attempt to measure the memory used by all the processes3.
Right before starting the execution of our function, we call the operating system com-

3Just adding the entries given by top or ps will not do, and will overestimate, sometimes by a huge amount,
the total memory used.
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mand free and record the value reported by the “-/+ buffers/cache” row. Then, while
the function is executing, we record, every 0.1 seconds (or every 0.05 seconds), that
same quantity. The largest difference between the successive measures and the original
one is the largest RAM consumption. Note that this is an approximation. First, if
other process start executing, they will lead to an overestimation of RAM usage; this,
however, is unlikely to have had serious effects (the systems were basically idle, except
for light weight cron jobs), though a few results in the tables suggest this happened in
a few instances (related to backup processes). Second, sampling is carried out every
0.5 seconds, so we could miss short peaks in RAM usage but, again, this is unlikely to
lead to a serious underestimation.

Finally, note that for cases where we know that there is a single R process (e.g.,
reading with the old version), there is an excellent agreement between the “Memory
(GB)” (whose value is reported from R itself) and “Σ Memory (GB)”.

Columns The number of data columns of the data set; the same as the number of arrays
or the number of samples.

Method The analysis method. “Haar” for HaarSeg, “CBS” for Circular Binary Segmen-
tation (from package DNAcopy), “HMM” for the HMM approach in package aCGH,
“BioHMM” for the non-homogeneous HMM method in package snapCGH, and “GLAD”
for the method with the same name in package GLAD. See section 1.2.1 for why other
methods are not shown in the tables.

MPI/Fork Whether forking (via mclapply) or explicitly using an MPI cluster (using the
facilities provided by package Rmpi, which are called from package snow) are used
to parallelize execution.

The “NP” entries in table 8 refer to non-parallelized execution, using the original
packages4.

The entries marked as “-LB” correspond to the load-balanced options with the new
version of ADaCGH2 (setting loadBalance = TRUE, in v. ≥ 2.3.4).

Cores Number of cores used. In most cases, when running in the AMD Opteron machines
we used all 64 cores, and when running on the Intel Xeon machine we used all 12
cores, but not always, to show the effects of changing the number of cores used. When
running over both AMD Opterons we used 124 cores (see above).

Procs. per node When using MPI, the total number of R processes that can run in a node;
this is the parameter npernode passed to mpirun (from Open MPI). When running on
a single node, that is the number of R slaves + 1.

Universe size The number of slave nodes in the MPI universe (over all nodes in the uni-
verse). This is the parameter count passed to makeMPIcluster in R.

Version The version of ADaCGH2. For simplicity, “Old” means version 1.10 and “New”
versions 2.1 and larger.

The post-fix “-noNA” means the new version was run using option certain noNA =

TRUE; note that the old version of ADaCGH2 assumes there are no missing values in
the data. Thus, certain noNA = TRUE is the closest to what the old version assumes.

ff/RAM Where applicable in the tables, if the data for the analysis had been stored as an
ff object, or as a data frame inside an RData that was loaded before the analysis.

4The packages are DNAcopy, as available from BioConductor, and the HaarSeg package, available from
R-forge: https://r-forge.r-project.org/projects/haarseg/
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2 Comparison with v. 1.10 of ADaCGH2

2.1 Main differences between the old (v. 1.10) and new versions (v. ≥
2.3.4) of ADaCGH2

The code for the new version of ADaCGH2 represent a major rewrite of most of the code in
the former version. Listed here are some of the major advantages of the new version5; they
are shown in approximately decreasing order of importance from the user’s point of view.

Reading of large data sets The new version of ADaCGH2 can read data sets much larger
than the old one (see section 2.3). In a machine with 64 GB RAM the old version cannot
read data sets with 500 columns (each with 6 million probes —see section 1.1), whereas
data sets with 4000 columns can be read with the new version (see table 1) and the
scaling of the memory consumption with number of columns suggests that much larger
data sets could be read. Likewise, in machines with 256 and 384 GB of RAM (tables 2
and 3) data sets of 2000 columns could not be read with the old version of ADaCGH2,
but data sets of 4000 columns are read with the new version and, again, the scaling
of memory consumption with number of columns suggests (see Figure 1) that much
larger data sets could be read and, even for the sizes of data that can be read by the
old version, reading is much faster with the new version because of the parallelized
reading, which can make much better usage of available hardware (e.g., RAID arrays
for disks).

Missing value handling The old version of ADaCGH2 used row-wise deletion of missing
values when reading data: a probe would be deleted from the data if it had one missing
value in any subject/column. Analysis could be speed up, as no checks or provisions
had to be taken for dealing with NAs, and all procedures are simplified, as the data are
then known to be complete. However, row-wise deletion of missing values is probably
not an appropriate approach, especially as the number of samples increases (because
the probability that a given probe will then be left out of the analysis increases).
The new version of ADaCGH2 deals with missing values column by column, so for
each column (or subject) all available data (or probes) are used in the segmentation.
Nevertheless, the new version incorporates a setting to provide speed ups when the
user is certain that there are no missing values (certain noNA = TRUE).

Analysis of large data sets The old version of ADaCGH2 cannot analyze large data sets,
as it cannot read them (and it cannot use data read by the new version since the old
version assumes there are no missing values in the data after reading).

In addition, although time increases, obviously, with number of samples to analyze,
the scaling of memory consumption is modest and well below the memory available for
the systems.

Forking and clusters The new version of ADaCGH2 allows for the usage of forking or an
explicit cluster (e.g., MPI, sockets, etc) to parallelize reading and analysis. In POSIX
operating systems (including Unix, GNU/Linux, and Mac OS), forking can be faster,
less memory consuming, and much easier to use than using a cluster.

Speed of analysis The new version can be slightly faster than the old one for the default
options. Further speed improvements can be achieved in some cases, for instance by
not using load balancing with certain methods (e.g., HaarSeg).

5Most of the new capabilities were already available in version 2.1.3; however, the vignettes have suffered
major changes and there have been some changes in the code and help files. Thus, these comments all do
apply to version ≥ 2.3.4.
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Flexibility of reading data The new version of ADaCGH2 has not removed the mech-
anisms of reading data available in the old version. Thus, when data are small or
memory is plentiful, reading data from a single RData is an available option. But the
new version adds new mechanisms, mainly reading from a text file and from a directory
of text files that, as discussed above, allow for reading much larger data sets.

Usage of data read from the other version The new version of ADaCGH2 can accept
data read by the old version. However, the old version of ADaCGH2 cannot accept
data from read by the new version unless the original data contained no missing values
at all: the old version of ADaCGH2 assumes that data that have been read contain no
missing values.

Dependencies The old version depends on package snowfall for parallelization, whereas
the new version depends only on multicore. This makes the new version less likely
to break in the future, as multicore is one of the core packages distributed with R
(whereas, for instance, there were some problems with snowfall not building with the
development versions of v. 3 of R around February 2013).

More flexible options for load balancing The old version of ADaCGH2 forced load bal-
ancing. Whether or not load-balancing is the best approach depends on the size and
number of jobs relative to the number of cores. As shown in the tables (see tables 4,
6, 5), not using load balancing can sometimes lead to speed improvements. The new
version of ADaCGH2 allows not to use load balancing with the argument loadBalance
= FALSE.

Limiting memory consumption Memory usage is generally well below the available mem-
ory of the system. However, if it were necessary to limit memory usage during reading
and analysis this is simple with the new version of ADaCGH2: limit the number of
processes that are allowed to run simultaneously. This is not possible with the old
version of ADaCGH2.

Method availability Two of the methods available, HMM and BioHMM, depend on pack-
ages aCGH and snapCGH. These two packages haven not been updated since 2010 and
2009, respectively, and aCGH will no longer be maintained (personal communication
from the authors). There is code in the ADaCGH2 repositories (including both C and
R code), taken and modified from those packages, that can be readily uncommented
to make these two methods available in ADaCGH2 if either of those packages were not
to pass checks in future versions of BioConductor.

2.2 Data and code availability

All scripts, data, and results from these benchmarks are available from http://www2.iib.

uam.es/rduriarte_lab/ADaCGH2-v2-suppl-files/public. The scripts include the R code
to obtain the tables and figures shown here. All of the code, scripts, and benchmark re-
sults are also available from my personal web site at http://ligarto.org/rdiaz/Papers/
ADaCGH2-v2-suppl-files/ (for space restriction reasons, the more than 140 GB of data in
the form of RData and txt files are only available from the previous site.)
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2.3 Reading data

The next three tables show time and memory consumption when reading data using the
recommended approach with each version of the package (an RData object for the old version,
a directory of single-column txt files for the new version). Some of the major patterns and
results are:

Size limits for old version Table 1 cannot show reading benchmarks for the old version
with data sets of sizes 500, 1000, 2000, or 4000, as those could not be read with the old
version (R run out of memory). Likewise, tables 2 and 3 show reading benchmarks for
the old version with up to 1000 columns, because the AMD Opteron machines with ≥
256 GB RAM could not read data sets of sizes 2000 or 4000, as R could not allocate
the necessary memory.

In contrast, the new version is capable of reading data sets of 4000 columns in all
machines, without getting anywhere near the memory limits of the machines. More-
over, the scaling (see also figure 1) shows that the total number of columns could be
increased to much larger numbers and, in addition, that the total memory used can be
limited by reducing the number of cores used (with little effects on speed —see next
point).

Speed of new and old version Reading is much faster with the new version. These dif-
ferences are most likely inconsequential for small sized data sets (where differences are
by a factor of about 2x), but can have large effects with a large number of columns.
As data sets grow larger in size, reading speeds are much faster with the new version
than the old by factors of about 10x (this can only be verified in the machines with
larger memory, as the old version will not read data sets of 500 columns or more in
the smaller machine). There can, nevertheless, be quite a bit of variation in reading
speeds of small data sets, specially in less capable machines; these variations, however,
are most likely of little practical relevance.

Speed and number of cores in new version Reading speed does not always increase
with the number of cores. In fact, for a range of number of cores, reading speeds show
little variation with number of cores, as the most likely limiting factor is I/O, which is
related to the number of spindles and the speed of the drives. Increasing the number
of cores used, however, tends to make the system less responsive (higher loads) and
thus using a reasonably small number of cores is recommended and the default option.

If the reading operation is to be performed many times, or on very large set of data,
it would pay off to experiment with the number of cores used for reading, which can
be done with the option mc.cores to the function inputToADaCGH.
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Table 1: Reading benchmarks for Coleonyx: Intel Xeon E5645, 12 cores, 64 GB RAM

Wall time (min.) Memory (GB) Σ Memory (GB) Columns Cores Version

1 3.0 1.33 3.2 50 4 New
2 3.0 1.33 3.2 50 4 New
3 5.7 1.33 4.5 50 6 New
4 2.7 1.33 4.5 50 6 New
5 2.7 1.33 4.5 50 6 New
6 2.4 1.33 5.6 50 8 New
7 2.4 1.33 6.9 50 10 New
8 2.4 1.33 8.0 50 12 New
9 6.0 1.33 8.1 50 12 New
10 2.4 1.33 8.1 50 12 New
11 5.9 1.33 8.1 50 12 New
12 2.4 1.33 8.1 50 12 New
13 2.4 1.33 8.1 50 12 New
14 4.2 9.05 9.0 50 Old
15 4.6 9.05 8.9 50 Old
16 4.5 9.05 8.6 50 Old
17 4.2 9.05 9.0 50 Old
18 4.1 9.05 9.0 50 Old
19 12.4 1.33 1.3 100 1 New
20 10.2 1.33 1.3 100 1 New
21 6.2 1.33 2.0 100 2 New
22 6.2 1.33 1.9 100 2 New
23 3.9 1.33 3.3 100 4 New
24 4.2 1.33 3.2 100 4 New
25 3.9 1.33 3.4 100 4 New
26 4.1 1.33 3.4 100 4 New
27 3.5 1.33 4.4 100 6 New
28 3.3 1.33 4.4 100 6 New
29 3.3 1.33 4.5 100 6 New
30 3.4 1.33 4.5 100 6 New
31 3.3 1.33 5.0 100 7 New
32 3.3 1.33 5.0 100 7 New
33 2.9 1.33 5.7 100 8 New
34 2.9 1.33 5.7 100 8 New
35 2.8 1.33 6.2 100 9 New
36 2.8 1.33 6.2 100 9 New
37 2.9 1.33 7.0 100 10 New
38 2.9 1.33 6.9 100 10 New
39 2.7 1.33 7.5 100 11 New
40 2.7 1.33 7.5 100 11 New
41 2.7 1.33 8.1 100 12 New
42 2.6 1.33 8.1 100 12 New
43 10.3 1.33 8.1 100 12 New
44 2.6 1.33 8.1 100 12 New
45 10.0 1.33 8.1 100 12 New
46 2.6 1.33 8.4 100 12 New
47 2.8 1.33 8.1 100 12 New
48 7.1 16.93 17.0 100 Old
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Table 1: (Reading benchmarks for Coleonyx: Intel Xeon E5645, 12 cores, 64 GB RAM,
continued)

Wall time (min.) Memory (GB) Σ Memory (GB) Columns Cores Version

49 5.9 16.93 16.4 100 Old
50 5.5 16.93 16.6 100 Old
51 5.6 16.93 17.0 100 Old
52 6.1 1.33 3.5 200 4 New
53 6.3 1.33 3.5 200 4 New
54 17.4 1.33 4.7 200 6 New
55 5.0 1.33 4.6 200 6 New
56 4.9 1.33 4.6 200 6 New
57 4.8 1.33 4.8 200 6 New
58 5.6 1.33 5.1 200 7 New
59 4.6 1.33 5.0 200 7 New
60 4.2 1.33 5.9 200 8 New
61 4.2 1.33 5.9 200 8 New
62 4.1 1.33 6.2 200 9 New
63 4.1 1.33 6.3 200 9 New
64 3.9 1.33 7.2 200 10 New
65 3.8 1.33 7.0 200 10 New
66 3.8 1.33 7.5 200 11 New
67 3.6 1.33 7.5 200 11 New
68 3.5 1.33 8.1 200 12 New
69 3.6 1.33 8.2 200 12 New
70 18.3 1.33 8.2 200 12 New
71 3.4 1.33 8.1 200 12 New
72 12.8 1.33 8.4 200 12 New
73 3.6 1.33 8.1 200 12 New
74 3.6 1.33 8.3 200 12 New
75 9.2 30.01 30.0 200 Old
76 9.1 31.23 31.1 200 Old
77 9.1 31.02 31.1 200 Old
78 9.1 31.02 31.2 200 Old
79 42.2 1.33 3.4 500 4 New
80 41.1 1.33 4.4 500 6 New
81 42.4 1.33 6.1 500 8 New
82 42.7 1.33 7.3 500 10 New
83 44.6 1.33 8.5 500 12 New
84 44.5 1.33 8.7 500 12 New
85 42.4 1.33 8.5 500 12 New
86 82.3 1.33 3.6 1000 4 New
87 81.7 1.33 4.4 1000 6 New
88 85.8 1.33 6.1 1000 8 New
89 87.7 1.33 7.3 1000 10 New
90 96.2 1.33 8.6 1000 12 New
91 171.2 1.33 3.6 2000 4 New
92 173.8 1.33 4.5 2000 6 New
93 162.3 1.33 4.7 2000 6 New
94 173.0 1.33 6.1 2000 8 New
95 181.6 1.33 7.4 2000 10 New
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Table 1: (Reading benchmarks for Coleonyx: Intel Xeon E5645, 12 cores, 64 GB RAM,
continued)

Wall time (min.) Memory (GB) Σ Memory (GB) Columns Cores Version

96 188.2 1.33 8.7 2000 12 New
97 349.3 1.32 3.0 4000 4 New
98 339.7 1.32 4.4 4000 6 New
99 333.8 1.32 4.4 4000 6 New
100 347.5 1.32 6.1 4000 8 New
101 366.6 1.32 7.4 4000 10 New
102 373.4 1.32 8.6 4000 12 New
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Figure 1: Comparison between old and new versions in wall time and total memory usage
(over all spawned processes) when reading data as a function of number of columns (or arrays
or samples). Both axes shown in log scale. The figure shows the benchmarks using 12 cores
in the Intel Xeon machine and 64 cores in the AMD Opterons; note that for some scenarios
better speeds (and lower memory usage) can be achieved by decreasing the number of cores
used (see tables). When more than one benchmark is available for a scenario, the median is
shown.
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Table 2: Reading benchmarks for Gallotia: AMD Opteron 6276, 64 cores, 256 GB RAM

Wall time (min.) Memory (GB) Σ Memory (GB) Columns Cores Version

1 3.7 1.33 3.8 50 5 New
2 3.8 1.33 3.8 50 5 New
3 3.5 1.33 6.9 50 10 New
4 3.2 1.33 6.9 50 10 New
5 3.4 1.33 6.7 50 10 New
6 2.9 1.33 11.5 50 20 New
7 2.9 1.33 11.6 50 20 New
8 2.8 1.33 17.0 50 30 New
9 3.3 1.33 16.5 50 30 New
10 2.8 1.33 9.9 50 40 New
11 2.8 1.33 10.0 50 40 New
12 2.7 1.33 5.8 50 50 New
13 3.1 1.33 5.8 50 50 New
14 2.8 1.33 6.1 50 55 New
15 2.6 1.33 5.7 50 55 New
16 2.9 1.33 6.2 50 60 New
17 2.9 1.33 5.4 50 60 New
18 2.9 1.33 5.6 50 64 New
19 2.7 1.33 6.3 50 64 New
20 2.9 1.33 5.7 50 64 New
21 2.9 1.33 5.7 50 64 New
22 6.6 9.05 9.1 50 Old
23 7.3 9.05 9.1 50 Old
24 6.5 9.05 9.1 50 Old
25 7.1 9.05 9.1 50 Old
26 6.5 9.05 9.1 50 Old
27 5.0 1.33 4.0 100 5 New
28 5.0 1.33 4.0 100 5 New
29 4.3 1.33 6.9 100 10 New
30 3.8 1.33 7.1 100 10 New
31 4.1 1.33 6.8 100 10 New
32 3.2 1.33 13.1 100 20 New
33 3.4 1.33 13.1 100 20 New
34 3.0 1.33 17.1 100 30 New
35 3.6 1.33 16.9 100 30 New
36 2.8 1.33 21.5 100 40 New
37 3.3 1.33 21.0 100 40 New
38 3.0 1.33 24.9 100 50 New
39 3.1 1.33 24.9 100 50 New
40 3.2 1.33 21.9 100 55 New
41 3.1 1.33 23.0 100 55 New
42 3.0 1.33 18.7 100 60 New
43 2.9 1.33 19.3 100 60 New
44 2.7 1.33 18.8 100 64 New
45 3.4 1.33 16.8 100 64 New
46 2.7 1.33 18.3 100 64 New
47 3.0 1.33 18.6 100 64 New
48 9.8 16.93 17.0 100 Old
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Table 2: (Reading benchmarks for Gallotia: AMD Opteron 6276, 64 cores, 256 GB RAM,
continued)

Wall time (min.) Memory (GB) Σ Memory (GB) Columns Cores Version

49 10.9 16.93 17.0 100 Old
50 10.1 16.93 17.0 100 Old
51 9.8 16.93 16.9 100 Old
52 7.5 1.33 4.1 200 5 New
53 7.7 1.33 4.0 200 5 New
54 5.5 1.33 6.8 200 10 New
55 5.2 1.33 7.4 200 10 New
56 5.7 1.33 7.1 200 10 New
57 3.6 1.33 13.3 200 20 New
58 3.9 1.33 13.3 200 20 New
59 3.5 1.33 19.2 200 30 New
60 4.8 1.33 18.7 200 30 New
61 3.8 1.33 24.2 200 40 New
62 3.7 1.33 24.2 200 40 New
63 3.3 1.33 28.0 200 50 New
64 3.7 1.33 28.2 200 50 New
65 3.5 1.33 30.4 200 55 New
66 3.2 1.33 30.1 200 55 New
67 3.6 1.33 32.8 200 60 New
68 3.5 1.33 32.4 200 60 New
69 3.5 1.33 35.2 200 64 New
70 3.5 1.33 35.2 200 64 New
71 3.5 1.33 35.1 200 64 New
72 3.5 1.33 35.2 200 64 New
73 16.6 32.24 32.6 200 Old
74 18.9 32.24 32.4 200 Old
75 17.0 32.24 32.4 200 Old
76 15.9 32.24 32.5 200 Old
77 15.1 1.33 4.3 500 5 New
78 15.1 1.33 4.3 500 5 New
79 10.1 1.33 7.1 500 10 New
80 9.0 1.33 7.5 500 10 New
81 9.9 1.33 7.3 500 10 New
82 5.8 1.33 13.6 500 20 New
83 5.6 1.33 13.7 500 20 New
84 4.9 1.33 18.7 500 30 New
85 8.7 1.33 18.5 500 30 New
86 4.9 1.33 24.3 500 40 New
87 4.7 1.33 24.5 500 40 New
88 4.2 1.33 30.1 500 50 New
89 4.7 1.33 30.3 500 50 New
90 4.8 1.33 33.2 500 55 New
91 4.6 1.33 33.4 500 55 New
92 4.4 1.33 36.0 500 60 New
93 4.5 1.33 36.2 500 60 New
94 4.4 1.33 38.7 500 64 New
95 4.3 1.33 38.4 500 64 New
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Table 2: (Reading benchmarks for Gallotia: AMD Opteron 6276, 64 cores, 256 GB RAM,
continued)

Wall time (min.) Memory (GB) Σ Memory (GB) Columns Cores Version

96 4.3 1.33 38.7 500 64 New
97 4.6 1.33 38.6 500 64 New
98 36.5 77.67 78.3 500 Old
99 37.7 77.62 79.3 500 Old
100 35.8 77.67 77.8 500 Old
101 35.7 77.67 78.4 500 Old
102 28.1 1.33 4.8 1000 5 New
103 26.7 1.33 4.8 1000 5 New
104 17.9 1.33 7.5 1000 10 New
105 14.9 1.33 7.8 1000 10 New
106 16.6 1.33 7.6 1000 10 New
107 8.9 1.33 13.9 1000 20 New
108 8.5 1.33 13.9 1000 20 New
109 6.8 1.33 19.3 1000 30 New
110 9.9 1.33 18.3 1000 30 New
111 6.6 1.33 24.6 1000 40 New
112 6.7 1.33 24.7 1000 40 New
113 6.2 1.33 30.5 1000 50 New
114 6.3 1.33 30.2 1000 50 New
115 6.4 1.33 33.5 1000 55 New
116 6.5 1.33 33.2 1000 55 New
117 6.0 1.33 36.4 1000 60 New
118 6.2 1.33 36.4 1000 60 New
119 5.6 1.33 39.0 1000 64 New
120 5.8 1.33 38.7 1000 64 New
121 5.9 1.33 38.4 1000 64 New
122 6.0 1.33 38.6 1000 64 New
123 5.9 1.33 38.3 1000 64 New
124 64.8 153.58 154.2 1000 Old
125 67.2 153.58 155.0 1000 Old
126 55.4 1.33 5.8 2000 5 New
127 56.7 1.33 5.7 2000 5 New
128 30.3 1.33 7.9 2000 10 New
129 32.4 1.33 8.7 2000 10 New
130 32.1 1.33 8.4 2000 10 New
131 30.3 1.33 8.8 2000 10 New
132 23.6 1.33 14.5 2000 20 New
133 21.1 1.33 14.5 2000 20 New
134 29.6 1.33 14.4 2000 20 New
135 19.4 1.33 20.0 2000 30 New
136 31.3 1.33 19.5 2000 30 New
137 22.3 1.33 25.6 2000 40 New
138 22.5 1.33 25.2 2000 40 New
139 21.9 1.33 25.5 2000 40 New
140 26.2 1.33 30.1 2000 50 New
141 21.2 1.33 30.5 2000 50 New
142 23.0 1.33 33.5 2000 55 New
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Table 2: (Reading benchmarks for Gallotia: AMD Opteron 6276, 64 cores, 256 GB RAM,
continued)

Wall time (min.) Memory (GB) Σ Memory (GB) Columns Cores Version

143 23.0 1.33 33.7 2000 55 New
144 21.8 1.33 36.3 2000 60 New
145 21.1 1.33 36.2 2000 60 New
146 21.1 1.33 38.8 2000 64 New
147 21.8 1.33 38.4 2000 64 New
148 19.7 1.33 38.8 2000 64 New
149 110.2 1.32 6.2 4000 5 New
150 60.9 1.32 9.2 4000 10 New
151 62.6 1.32 9.5 4000 10 New
152 58.0 1.32 15.0 4000 20 New
153 59.1 1.32 15.0 4000 20 New
154 60.1 1.32 18.8 4000 30 New
155 59.2 1.32 19.8 4000 30 New
156 63.8 1.32 26.0 4000 40 New
157 62.1 1.32 26.0 4000 40 New
158 63.2 1.32 31.6 4000 50 New
159 65.0 1.32 31.9 4000 50 New
160 65.8 1.32 34.9 4000 55 New
161 64.5 1.32 34.3 4000 55 New
162 65.4 1.32 37.0 4000 60 New
163 65.7 1.32 37.1 4000 60 New
164 66.7 1.32 39.2 4000 64 New
165 65.8 1.32 39.7 4000 64 New
166 67.4 1.32 39.6 4000 64 New
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Table 3: Reading benchmarks for Lacerta: AMD Opteron 6276, 64 cores, 384 GB RAM

Wall time (min.) Memory (GB) Σ Memory (GB) Columns Cores Version

1 3.5 1.33 3.8 50 5 New
2 3.5 1.33 3.8 50 5 New
3 3.2 1.33 6.8 50 10 New
4 3.3 1.33 6.9 50 10 New
5 2.8 1.33 11.5 50 20 New
6 3.3 1.33 11.6 50 20 New
7 2.9 1.33 17.0 50 30 New
8 3.3 1.33 16.7 50 30 New
9 2.8 1.33 9.2 50 40 New
10 2.8 1.33 9.3 50 40 New
11 2.8 1.33 5.5 50 50 New
12 2.9 1.33 5.9 50 50 New
13 2.8 1.33 5.8 50 55 New
14 3.0 1.33 5.7 50 55 New
15 2.8 1.33 5.8 50 60 New
16 2.6 1.33 5.9 50 60 New
17 2.8 1.33 6.1 50 64 New
18 2.4 1.33 5.9 50 64 New
19 2.7 1.33 6.4 50 64 New
20 2.9 1.33 5.6 50 64 New
21 6.4 9.05 9.0 50 Old
22 6.2 9.05 9.1 50 Old
23 6.9 9.05 9.1 50 Old
24 4.9 1.33 4.0 100 5 New
25 5.1 1.33 4.0 100 5 New
26 4.0 1.33 6.8 100 10 New
27 3.5 1.33 7.1 100 10 New
28 3.1 1.33 13.1 100 20 New
29 3.6 1.33 12.8 100 20 New
30 3.0 1.33 17.4 100 30 New
31 3.6 1.33 16.9 100 30 New
32 3.0 1.33 21.5 100 40 New
33 3.7 1.33 21.3 100 40 New
34 2.9 1.33 24.8 100 50 New
35 3.4 1.33 24.2 100 50 New
36 3.1 1.33 22.6 100 55 New
37 3.1 1.33 23.2 100 55 New
38 2.9 1.33 20.3 100 60 New
39 3.4 1.33 17.4 100 60 New
40 2.8 1.33 17.0 100 64 New
41 2.6 1.33 18.0 100 64 New
42 2.7 1.33 18.7 100 64 New
43 2.9 1.33 18.3 100 64 New
44 10.2 16.93 16.9 100 Old
45 9.2 16.93 16.9 100 Old
46 10.2 16.93 17.1 100 Old
47 7.3 1.33 4.0 200 5 New
48 7.7 1.33 4.1 200 5 New
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Table 3: (Reading benchmarks for Lacerta: AMD Opteron 6276, 64 cores, 384 GB RAM,
continued)

Wall time (min.) Memory (GB) Σ Memory (GB) Columns Cores Version

49 5.4 1.33 6.9 200 10 New
50 4.9 1.33 7.3 200 10 New
51 4.0 1.33 13.3 200 20 New
52 4.6 1.33 12.7 200 20 New
53 3.5 1.33 19.1 200 30 New
54 3.9 1.33 18.4 200 30 New
55 3.5 1.33 24.1 200 40 New
56 4.1 1.33 24.1 200 40 New
57 3.4 1.33 28.6 200 50 New
58 3.8 1.33 28.1 200 50 New
59 3.4 1.33 30.4 200 55 New
60 3.6 1.33 30.4 200 55 New
61 3.4 1.33 32.9 200 60 New
62 3.7 1.33 33.0 200 60 New
63 3.2 1.33 35.1 200 64 New
64 3.5 1.33 35.2 200 64 New
65 3.7 1.33 35.0 200 64 New
66 3.5 1.33 34.4 200 64 New
67 16.6 32.24 32.1 200 Old
68 15.5 32.24 32.4 200 Old
69 15.7 32.24 32.6 200 Old
70 14.8 1.33 4.4 500 5 New
71 15.4 1.33 4.4 500 5 New
72 9.6 1.33 7.5 500 10 New
73 8.4 1.33 7.6 500 10 New
74 5.3 1.33 13.7 500 20 New
75 8.1 1.33 12.8 500 20 New
76 4.8 1.33 18.9 500 30 New
77 5.4 1.33 18.7 500 30 New
78 5.4 1.33 24.6 500 40 New
79 4.8 1.33 24.4 500 40 New
80 4.8 1.33 30.4 500 50 New
81 4.6 1.33 30.3 500 50 New
82 4.8 1.33 33.2 500 55 New
83 4.6 1.33 33.3 500 55 New
84 5.1 1.33 36.2 500 60 New
85 4.4 1.33 36.6 500 60 New
86 4.3 1.33 39.3 500 64 New
87 4.6 1.33 39.0 500 64 New
88 4.5 1.33 39.0 500 64 New
89 4.6 1.33 38.6 500 64 New
90 35.2 77.67 77.4 500 Old
91 35.8 77.67 77.6 500 Old
92 36.7 77.67 77.2 500 Old
93 27.0 1.33 4.9 1000 5 New
94 27.9 1.33 4.8 1000 5 New
95 17.1 1.33 8.2 1000 10 New
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Table 3: (Reading benchmarks for Lacerta: AMD Opteron 6276, 64 cores, 384 GB RAM,
continued)

Wall time (min.) Memory (GB) Σ Memory (GB) Columns Cores Version

96 14.9 1.33 7.8 1000 10 New
97 9.1 1.33 13.8 1000 20 New
98 9.1 1.33 13.8 1000 20 New
99 7.5 1.33 18.7 1000 30 New
100 7.3 1.33 19.6 1000 30 New
101 7.0 1.33 24.6 1000 40 New
102 6.7 1.33 24.8 1000 40 New
103 6.3 1.33 30.2 1000 50 New
104 6.3 1.33 30.6 1000 50 New
105 6.1 1.33 33.1 1000 55 New
106 6.1 1.33 33.3 1000 55 New
107 5.9 1.33 36.1 1000 60 New
108 5.9 1.33 36.4 1000 60 New
109 6.1 1.33 39.4 1000 64 New
110 5.9 1.33 38.9 1000 64 New
111 6.1 1.33 38.6 1000 64 New
112 6.0 1.33 38.9 1000 64 New
113 5.8 1.33 38.4 1000 64 New
114 64.9 153.58 154.1 1000 Old
115 59.7 153.58 155.5 1000 Old
116 59.1 153.58 155.5 1000 Old
117 52.1 1.33 6.0 2000 5 New
118 54.5 1.33 6.1 2000 5 New
119 29.5 1.33 8.2 2000 10 New
120 26.7 1.33 8.9 2000 10 New
121 31.7 1.33 9.6 2000 10 New
122 15.5 1.33 14.9 2000 20 New
123 15.5 1.33 14.7 2000 20 New
124 25.5 1.33 14.9 2000 20 New
125 13.2 1.33 20.2 2000 30 New
126 11.7 1.33 20.7 2000 30 New
127 17.1 1.33 25.5 2000 40 New
128 10.9 1.33 25.7 2000 40 New
129 11.1 1.33 25.8 2000 40 New
130 12.8 1.33 31.4 2000 50 New
131 10.2 1.33 31.8 2000 50 New
132 10.8 1.33 34.1 2000 55 New
133 9.7 1.33 34.5 2000 55 New
134 10.1 1.33 37.7 2000 60 New
135 9.1 1.33 37.1 2000 60 New
136 9.0 1.33 39.4 2000 64 New
137 12.1 1.33 39.2 2000 64 New
138 9.2 1.33 39.9 2000 64 New
139 121.5 1.32 7.7 4000 5 New
140 65.1 1.32 10.6 4000 10 New
141 57.4 1.32 16.2 4000 20 New
142 62.1 1.32 16.2 4000 20 New
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Table 3: (Reading benchmarks for Lacerta: AMD Opteron 6276, 64 cores, 384 GB RAM,
continued)

Wall time (min.) Memory (GB) Σ Memory (GB) Columns Cores Version

143 45.3 1.32 22.6 4000 30 New
144 47.0 1.32 19.5 4000 30 New
145 58.3 1.32 26.9 4000 40 New
146 73.1 1.32 27.4 4000 40 New
147 61.6 1.32 32.6 4000 50 New
148 72.1 1.32 31.5 4000 50 New
149 64.6 1.32 35.6 4000 55 New
150 69.9 1.32 35.4 4000 55 New
151 65.1 1.32 38.1 4000 60 New
152 71.6 1.32 38.5 4000 60 New
153 66.3 1.32 40.3 4000 64 New
154 68.4 1.32 40.1 4000 64 New
155 72.4 1.32 40.5 4000 64 New
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2.4 Analyzing data

The next four tables show time and memory consumption when analyzing data. For the old
version, the largest data sets analyzed are of 200 columns for the Intel Xeon machine with 64
GB of RAM, and 1000 columns for the AMD Opteron machines (see details in section 2.3).
In these benchmarks, runs were not allowed to run for more than 36 hours (2160 minutes)
except for a few cases that were allowed to run for longer to either compare between methods
(e.g., HMM in Coleonyx) or to verify that the method is definitely not suitable for very large
data, such as in the case of GLAD, where two processes were allowed to run for four days
(see section 1.2.1). Finally, note that we do not compute the time it takes to set up the MPI
environment (with the old version or with the new version, when using MPI), but only the
time of the call for the segmentation itself; setting up the cluster takes about half a minute
to a minute.

Some of the major patterns and results shown in tables 4 to 7 (see also Figure2) are:

Version comparison There are small speed differences between the old and new versions,
generally favoring the new version, specially with HaarSeg and CBS. The new version
generally also uses less memory than the old version. The main difference, however, is
that the new version can analyze much larger data sets, as the old version is limited
by the size of the data sets that can be read (see section 2.3).

Load balancing Load balancing is generally a good choice, but not with HaarSeg on a
single multicore machine, because the individual analysis of HaarSeg are so fast that
they rarely make it worth it the increased communication and processing overheads of
load balancing.

MPI vs. forking Forking is faster than MPI when running on a single node, which is to
be expected, and in some cases (e.g., HMM) the differences can be very large.

Running over several nodes Even with fast communication between nodes (as in this
case) duplicating the number of cores might not result in significant decreases in wall
time for the fastest methods. In particular, Wall time for HaarSeg is actually larger
when run over two nodes. For CBS there is a slight advantage of running over two
nodes. Running over more than one node to increase the number of cores/CPUs is,
however, advantageous for the slower methods (e.g., HMM).

Note that these results are highly hardware dependent: slower communication
between nodes or slower I/O from shared storage will make running over several nodes
less worth it. However, increasing the available number of cores/CPUs by larger factors
(e.g., 4x or 8x) might make it worth it to use them even for fast methods such as
HaarSeg.
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Figure 2: Comparison between old and new version in wall time and total memory usage
(over all spawned processes) as a function of number of columns (or arrays or samples).
Both axes shown in log scale. The figure shows the default use cases: using 12 cores in the
Intel Xeon machine and 64 cores in the AMD Opterons. Since the old - version assumes no
missing data, when possible (i.e., when data read by the old version are available) the data
without missing values have been used with option certain noNA = TRUE; these correspond
to rows labeled “New-noNA” in tables 4 to 7. When more than one benchmark is available
for a scenario, the median is shown.
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Table 4: Analysis benchmarks for Coleonyx: Intel Xeon E5645, 12 cores, 64 GB RAM

Wall time (min.) Memory (GB) Σ Memory (GB) Method Columns MPI/Fork Cores Procs. per node Universe size Version

1 2.0 0.13 5.3 Haar 50 Fork 12 New
2 1.8 0.13 5.2 Haar 50 Fork-LB 12 New
3 1.4 0.13 5.0 Haar 50 Fork 12 New-noNA
4 1.2 0.13 4.9 Haar 50 Fork 12 New-noNA
5 1.6 0.13 4.9 Haar 50 Fork-LB 12 New-noNA
6 1.4 0.16 5.8 Haar 50 MPI 12 11 Old
7 1.3 0.16 6.2 Haar 50 MPI 13 12 Old
8 1.2 0.16 6.4 Haar 50 MPI 13 12 Old
9 3.1 0.14 5.2 Haar 100 Fork 12 New
10 3.2 0.13 5.1 Haar 100 Fork-LB 12 New
11 2.8 0.13 3.2 Haar 100 MPI 12 11 New
12 3.1 0.13 5.2 Haar 100 MPI-LB 12 11 New
13 2.3 0.13 5.0 Haar 100 Fork 12 New-noNA
14 2.2 0.13 5.0 Haar 100 Fork 12 New-noNA
15 2.7 0.13 5.0 Haar 100 Fork-LB 12 New-noNA
16 2.6 0.17 5.9 Haar 100 MPI 12 11 Old
17 2.3 0.17 6.1 Haar 100 MPI 13 12 Old
18 2.3 0.17 6.1 Haar 100 MPI 13 12 Old
19 5.8 0.13 5.2 Haar 200 Fork 12 New
20 5.3 0.13 5.4 Haar 200 Fork-LB 12 New
21 7.9 0.13 5.3 Haar 200 MPI 12 11 New
22 5.7 0.13 5.6 Haar 200 MPI-LB 12 11 New
23 4.8 0.13 5.3 Haar 200 Fork 12 New-noNA
24 4.2 0.13 5.0 Haar 200 Fork 12 New-noNA
25 5.3 0.13 5.0 Haar 200 Fork-LB 12 New-noNA
26 6.7 0.13 5.2 Haar 200 MPI 12 11 New-noNA
27 5.2 0.13 5.1 Haar 200 MPI-LB 12 11 New-noNA
28 4.8 0.18 6.0 Haar 200 MPI 12 11 Old
29 4.5 0.18 6.5 Haar 200 MPI 13 12 Old
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Table 4: (Analysis benchmarks for Coleonyx: Intel Xeon E5645, 12 cores, 64 GB RAM, continued)

Wall time (min.) Memory (GB) Σ Memory (GB) Method Columns MPI/Fork Cores Procs. per node Universe size Version

30 4.3 0.18 6.5 Haar 200 MPI 13 12 Old
31 38.9 0.14 5.6 Haar 1000 Fork 12 New
32 29.8 0.14 5.7 Haar 1000 Fork-LB 12 New
33 38.7 0.14 5.7 Haar 1000 MPI 12 11 New
34 29.8 0.14 10.0 Haar 1000 MPI-LB 12 11 New
35 54.2 0.15 6.1 Haar 2000 Fork 12 New
36 58.6 0.15 6.1 Haar 2000 Fork-LB 12 New
37 104.1 0.18 6.7 Haar 4000 Fork 12 New
38 117.3 0.18 6.3 Haar 4000 Fork-LB 12 New
39 69.7 0.13 7.5 CBS 50 Fork 12 New
40 64.5 0.13 7.1 CBS 50 Fork-LB 12 New
41 70.0 0.13 6.8 CBS 50 Fork 12 New-noNA
42 68.3 0.13 6.6 CBS 50 Fork 12 New-noNA
43 70.9 0.13 6.8 CBS 50 Fork 12 New-noNA
44 64.6 0.13 6.2 CBS 50 Fork-LB 12 New-noNA
45 74.2 0.13 7.6 CBS 50 MPI 12 11 Old
46 74.1 0.13 7.6 CBS 50 MPI 12 11 Old
47 77.3 0.13 8.1 CBS 50 MPI 13 12 Old
48 133.5 0.13 9.8 CBS 100 Fork 12 New
49 124.2 0.13 7.2 CBS 100 Fork-LB 12 New
50 132.4 0.13 8.4 CBS 100 Fork 12 New-noNA
51 131.2 0.13 7.2 CBS 100 Fork 12 New-noNA
52 122.7 0.13 6.2 CBS 100 Fork-LB 12 New-noNA
53 146.2 0.13 8.0 CBS 100 MPI 12 11 Old
54 147.9 0.13 7.7 CBS 100 MPI 12 11 Old
55 150.0 0.13 15.5 CBS 100 MPI 13 12 Old
56 250.8 0.13 8.2 CBS 200 Fork 12 New
57 241.4 0.13 7.5 CBS 200 Fork-LB 12 New
58 380.0 0.13 9.0 CBS 200 MPI 12 11 New
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Table 4: (Analysis benchmarks for Coleonyx: Intel Xeon E5645, 12 cores, 64 GB RAM, continued)

Wall time (min.) Memory (GB) Σ Memory (GB) Method Columns MPI/Fork Cores Procs. per node Universe size Version

59 307.9 0.13 8.4 CBS 200 MPI-LB 12 11 New
60 255.2 0.13 14.2 CBS 200 Fork 12 New-noNA
61 250.7 0.13 7.3 CBS 200 Fork 12 New-noNA
62 240.3 0.13 6.1 CBS 200 Fork-LB 12 New-noNA
63 372.4 0.13 8.7 CBS 200 MPI 12 11 New-noNA
64 307.8 0.13 7.9 CBS 200 MPI-LB 12 11 New-noNA
65 287.7 0.13 7.9 CBS 200 MPI 12 11 Old
66 287.2 0.13 7.2 CBS 200 MPI 12 11 Old
67 294.6 0.13 10.6 CBS 200 MPI 13 12 Old
68 1246.0 0.14 14.8 CBS 1000 Fork 12 New
69 1185.2 0.14 8.2 CBS 1000 Fork-LB 12 New
70 1804.2 0.14 10.0 CBS 1000 MPI 12 11 New
71 1512.4 0.14 8.9 CBS 1000 MPI-LB 12 11 New
72 311.2 0.18 6.4 HMM 50 Fork 11 New
73 309.5 0.18 10.5 HMM 50 Fork 11 New
74 282.1 0.18 7.0 HMM 50 Fork 12 New
75 286.4 0.18 7.1 HMM 50 Fork 12 New
76 288.4 0.18 9.6 HMM 50 Fork 12 New
77 281.0 0.18 6.3 HMM 50 Fork-LB 12 New
78 310.9 0.18 9.1 HMM 50 Fork 12 New-noNA
79 284.0 0.18 11.5 HMM 50 Fork 12 New-noNA
80 280.1 0.18 5.8 HMM 50 Fork-LB 12 New-noNA
81 322.5 0.18 7.2 HMM 50 MPI 11 10 Old
82 324.4 0.18 7.2 HMM 50 MPI 11 10 Old
83 298.2 0.18 7.3 HMM 50 MPI 12 11 Old
84 302.2 0.18 10.2 HMM 50 MPI 12 11 Old
85 299.9 0.18 8.2 HMM 50 MPI 13 12 Old
86 305.8 0.18 9.8 HMM 50 MPI 13 12 Old
87 574.2 0.18 9.5 HMM 100 Fork 12 New
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Table 4: (Analysis benchmarks for Coleonyx: Intel Xeon E5645, 12 cores, 64 GB RAM, continued)

Wall time (min.) Memory (GB) Σ Memory (GB) Method Columns MPI/Fork Cores Procs. per node Universe size Version

88 552.2 0.18 6.4 HMM 100 Fork-LB 12 New
89 560.4 0.18 11.3 HMM 100 Fork 12 New-noNA
90 559.1 0.18 6.3 HMM 100 Fork-LB 12 New-noNA
91 603.0 0.18 10.7 HMM 100 MPI 12 11 Old
92 595.4 0.18 8.5 HMM 100 MPI 13 12 Old
93 1117.5 0.18 6.1 HMM 200 Fork-LB 12 New
94 3188.2 0.20 8.7 HMM 200 MPI 12 11 New
95 1213.7 0.20 8.1 HMM 200 MPI-LB 12 11 New
96 1108.7 0.18 7.9 HMM 200 Fork 12 New-noNA
97 1122.8 0.18 13.5 HMM 200 Fork 12 New-noNA
98 1112.3 0.18 6.1 HMM 200 Fork-LB 12 New-noNA
99 3240.6 0.20 9.1 HMM 200 MPI 12 11 New-noNA
100 1205.0 0.20 8.4 HMM 200 MPI-LB 12 11 New-noNA
101 1192.3 0.20 7.3 HMM 200 MPI 12 11 Old
102 1169.4 0.18 10.5 BioHMM 50 Fork 12 New-noNA
103 1122.9 0.18 5.5 BioHMM 50 Fork-LB 12 New-noNA
104 1222.2 0.18 17.2 BioHMM 50 MPI 13 12 Old
105 2339.5 0.18 11.0 BioHMM 100 Fork 12 New-noNA
106 2235.4 0.18 5.5 BioHMM 100 Fork-LB 12 New-noNA
107 2401.8 0.18 15.5 BioHMM 100 MPI 13 12 Old
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Table 5: Analysis benchmarks for Gallotia: AMD Opteron 6276, 64 cores, 256 GB RAM

Wall time (min.) Memory (GB) Σ Memory (GB) Method Columns MPI/Fork Cores Procs. per node Universe size Version

1 0.7 0.13 20.2 Haar 50 Fork 64 New
2 1.4 0.13 18.6 Haar 50 Fork-LB 64 New
3 0.6 0.13 19.2 Haar 50 Fork 64 New-noNA
4 0.7 0.13 19.3 Haar 50 Fork 64 New-noNA
5 0.6 0.13 19.2 Haar 50 Fork-LB 64 New-noNA
6 0.4 0.16 23.6 Haar 50 MPI 64 63 Old
7 1.2 0.13 25.7 Haar 100 Fork 64 New
8 1.9 0.13 23.6 Haar 100 Fork-LB 64 New
9 1.0 0.13 25.2 Haar 100 Fork 64 New-noNA
10 1.0 0.13 25.0 Haar 100 Fork 64 New-noNA
11 1.1 0.13 24.5 Haar 100 Fork-LB 64 New-noNA
12 0.8 0.17 28.1 Haar 100 MPI 64 63 Old
13 0.9 0.17 28.0 Haar 100 MPI 65 64 Old
14 0.9 0.17 27.8 Haar 100 MPI 65 64 Old
15 2.4 0.13 25.8 Haar 200 Fork 64 New
16 2.8 0.13 25.2 Haar 200 Fork-LB 64 New
17 2.6 0.14 28.3 Haar 200 MPI 64 63 New
18 1.9 0.14 28.1 Haar 200 MPI-LB 64 63 New
19 1.9 0.14 25.0 Haar 200 Fork 64 New-noNA
20 1.8 0.14 25.0 Haar 200 Fork 64 New-noNA
21 1.9 0.13 24.7 Haar 200 Fork-LB 64 New-noNA
22 2.7 0.14 27.1 Haar 200 MPI 64 63 New-noNA
23 1.8 0.14 26.7 Haar 200 MPI-LB 64 63 New-noNA
24 1.4 0.18 34.2 Haar 200 MPI 64 63 Old
25 1.6 0.18 33.2 Haar 200 MPI 65 64 Old
26 1.5 0.18 32.6 Haar 200 MPI 65 64 Old
27 3.7 0.13 27.0 Haar 500 Fork 64 New
28 3.7 0.14 25.6 Haar 500 Fork 64 New-noNA
29 3.8 0.18 31.3 Haar 500 MPI 64 63 Old
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Table 5: (Analysis benchmarks for Gallotia: AMD Opteron 6276, 64 cores, 256 GB RAM, continued)

Wall time (min.) Memory (GB) Σ Memory (GB) Method Columns MPI/Fork Cores Procs. per node Universe size Version

30 3.0 0.18 34.0 Haar 500 MPI 64 63 Old
31 7.0 0.14 27.7 Haar 1000 Fork 64 New
32 10.1 0.14 27.5 Haar 1000 Fork 64 New
33 13.0 0.14 26.4 Haar 1000 Fork-LB 64 New
34 10.2 0.14 27.4 Haar 1000 Fork-LB 64 New
35 12.4 0.14 29.3 Haar 1000 MPI 64 63 New
36 8.9 0.14 28.6 Haar 1000 MPI-LB 64 63 New
37 6.5 0.14 26.3 Haar 1000 Fork 64 New-noNA
38 8.9 0.14 26.6 Haar 1000 Fork 64 New-noNA
39 7.3 0.14 26.5 Haar 1000 Fork 64 New-noNA
40 7.6 0.14 25.9 Haar 1000 Fork-LB 64 New-noNA
41 8.7 0.14 25.8 Haar 1000 Fork-LB 64 New-noNA
42 6.2 0.14 28.7 Haar 1000 MPI 64 63 New-noNA
43 6.2 0.14 28.5 Haar 1000 MPI-LB 64 63 New-noNA
44 5.9 0.18 33.6 Haar 1000 MPI 64 63 Old
45 15.3 0.15 28.9 Haar 2000 Fork 64 New
46 16.9 0.15 29.8 Haar 2000 Fork 64 New
47 21.8 0.15 28.4 Haar 2000 Fork-LB 64 New
48 19.9 0.15 29.1 Haar 2000 Fork-LB 64 New
49 35.6 0.18 30.7 Haar 4000 Fork 64 New
50 40.8 0.18 30.6 Haar 4000 Fork 64 New
51 43.2 0.18 29.1 Haar 4000 Fork-LB 64 New
52 39.9 0.18 30.2 Haar 4000 Fork-LB 64 New
53 25.1 0.13 29.2 CBS 50 Fork 64 New
54 24.3 0.14 27.9 CBS 50 Fork-LB 64 New
55 25.1 0.13 23.8 CBS 50 Fork 64 New-noNA
56 24.7 0.13 23.8 CBS 50 Fork 64 New-noNA
57 24.0 0.13 23.9 CBS 50 Fork-LB 64 New-noNA
58 33.1 0.13 31.2 CBS 50 MPI 64 63 Old
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Table 5: (Analysis benchmarks for Gallotia: AMD Opteron 6276, 64 cores, 256 GB RAM, continued)

Wall time (min.) Memory (GB) Σ Memory (GB) Method Columns MPI/Fork Cores Procs. per node Universe size Version

59 47.7 0.13 37.1 CBS 100 Fork 64 New
60 45.1 0.14 36.3 CBS 100 Fork-LB 64 New
61 48.2 0.13 31.1 CBS 100 Fork 64 New-noNA
62 47.0 0.14 30.4 CBS 100 Fork 64 New-noNA
63 44.6 0.13 31.6 CBS 100 Fork-LB 64 New-noNA
64 60.3 0.13 38.8 CBS 100 MPI 64 63 Old
65 61.2 0.13 39.4 CBS 100 MPI 65 64 Old
66 61.6 0.13 39.7 CBS 100 MPI 65 64 Old
67 87.5 0.13 38.7 CBS 200 Fork 64 New
68 82.9 0.14 37.4 CBS 200 Fork-LB 64 New
69 134.6 0.14 44.2 CBS 200 MPI 64 63 New
70 104.1 0.14 44.3 CBS 200 MPI-LB 64 63 New
71 88.9 0.13 34.1 CBS 200 Fork 64 New-noNA
72 87.0 0.13 34.4 CBS 200 Fork 64 New-noNA
73 82.5 0.13 30.8 CBS 200 Fork-LB 64 New-noNA
74 135.0 0.14 41.6 CBS 200 MPI 64 63 New-noNA
75 104.7 0.14 41.9 CBS 200 MPI-LB 64 63 New-noNA
76 106.6 0.13 41.7 CBS 200 MPI 64 63 Old
77 108.7 0.13 43.0 CBS 200 MPI 65 64 Old
78 107.5 0.13 42.2 CBS 200 MPI 65 64 Old
79 184.6 0.13 40.7 CBS 500 Fork 64 New
80 182.6 0.14 36.8 CBS 500 Fork 64 New-noNA
81 231.6 0.14 44.2 CBS 500 MPI 64 63 Old
82 362.5 0.14 42.1 CBS 1000 Fork 64 New
83 355.1 0.14 36.3 CBS 1000 Fork-LB 64 New
84 356.6 0.14 36.8 CBS 1000 Fork-LB 64 New
85 563.2 0.14 50.9 CBS 1000 MPI 64 63 New
86 447.6 0.14 49.1 CBS 1000 MPI-LB 64 63 New
87 358.9 0.14 39.3 CBS 1000 Fork 64 New-noNA
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Table 5: (Analysis benchmarks for Gallotia: AMD Opteron 6276, 64 cores, 256 GB RAM, continued)

Wall time (min.) Memory (GB) Σ Memory (GB) Method Columns MPI/Fork Cores Procs. per node Universe size Version

88 352.1 0.14 32.0 CBS 1000 Fork-LB 64 New-noNA
89 446.7 0.14 45.6 CBS 1000 MPI-LB 64 63 New-noNA
90 455.5 0.14 45.5 CBS 1000 MPI 64 63 Old
91 722.7 0.16 43.8 CBS 2000 Fork 64 New
92 696.4 0.16 37.9 CBS 2000 Fork-LB 64 New
93 1499.6 0.18 44.2 CBS 4000 Fork 64 New
94 1396.8 0.18 39.0 CBS 4000 Fork-LB 64 New
95 87.6 0.18 25.8 HMM 50 Fork-LB 64 New
96 105.9 0.17 30.0 HMM 50 Fork 64 New-noNA
97 94.5 0.17 30.0 HMM 50 Fork 64 New-noNA
98 87.2 0.18 23.2 HMM 50 Fork-LB 64 New-noNA
99 83.0 0.18 37.9 HMM 50 MPI 64 63 Old
100 82.2 0.18 37.6 HMM 50 MPI 64 63 Old
101 175.7 0.18 33.6 HMM 100 Fork 63 New
102 174.2 0.18 33.4 HMM 100 Fork 63 New
103 165.4 0.18 34.5 HMM 100 Fork 64 New
104 166.3 0.18 34.4 HMM 100 Fork 64 New
105 179.2 0.18 32.8 HMM 100 Fork-LB 64 New
106 166.9 0.18 31.4 HMM 100 Fork 64 New-noNA
107 168.0 0.18 31.6 HMM 100 Fork 64 New-noNA
108 166.2 0.18 30.4 HMM 100 Fork-LB 64 New-noNA
109 164.0 0.18 38.9 HMM 100 MPI 63 62 Old
110 164.6 0.18 39.6 HMM 100 MPI 63 62 Old
111 160.9 0.18 40.7 HMM 100 MPI 64 63 Old
112 163.0 0.18 39.9 HMM 100 MPI 64 63 Old
113 168.8 0.18 41.1 HMM 100 MPI 65 64 Old
114 167.9 0.18 41.4 HMM 100 MPI 65 64 Old
115 333.8 0.18 34.4 HMM 200 Fork 63 New
116 336.5 0.18 34.8 HMM 200 Fork 63 New
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Table 5: (Analysis benchmarks for Gallotia: AMD Opteron 6276, 64 cores, 256 GB RAM, continued)

Wall time (min.) Memory (GB) Σ Memory (GB) Method Columns MPI/Fork Cores Procs. per node Universe size Version

117 331.5 0.18 36.1 HMM 200 Fork 64 New
118 333.3 0.18 36.1 HMM 200 Fork 64 New
119 359.6 0.19 33.1 HMM 200 Fork-LB 64 New
120 1110.5 0.20 40.5 HMM 200 MPI 64 63 New
121 329.7 0.20 41.5 HMM 200 MPI-LB 64 63 New
122 328.7 0.18 33.5 HMM 200 Fork 64 New-noNA
123 328.9 0.18 33.6 HMM 200 Fork 64 New-noNA
124 325.1 0.18 30.2 HMM 200 Fork-LB 64 New-noNA
125 1109.4 0.20 43.1 HMM 200 MPI 64 63 New-noNA
126 326.9 0.20 42.8 HMM 200 MPI-LB 64 63 New-noNA
127 331.3 0.20 40.8 HMM 200 MPI 63 62 Old
128 330.2 0.20 41.1 HMM 200 MPI 63 62 Old
129 319.5 0.20 41.7 HMM 200 MPI 64 63 Old
130 325.8 0.20 41.5 HMM 200 MPI 64 63 Old
131 1616.9 0.21 40.7 HMM 1000 Fork 64 New-noNA
132 1618.0 0.22 30.9 HMM 1000 Fork-LB 64 New-noNA
133 1612.1 0.26 43.8 HMM 1000 MPI 64 63 Old
134 469.8 0.18 32.2 BioHMM 50 Fork 64 New-noNA
135 499.2 0.18 32.3 BioHMM 50 Fork 64 New-noNA
136 363.3 0.18 42.9 BioHMM 50 MPI 64 63 Old
137 964.7 0.18 34.5 BioHMM 100 Fork 64 New-noNA
138 979.8 0.18 34.2 BioHMM 100 Fork 64 New-noNA
139 645.5 0.18 47.5 BioHMM 100 MPI 64 63 Old
140 1813.8 0.18 36.1 BioHMM 200 Fork 64 New-noNA
141 1939.3 0.18 35.6 BioHMM 200 Fork 64 New-noNA
142 1652.7 0.20 48.8 BioHMM 200 MPI 64 63 Old
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Table 6: Analysis benchmarks for Lacerta: AMD Opteron 6276, 64 cores, 384 GB RAM

Wall time (min.) Memory (GB) Σ Memory (GB) Method Columns MPI/Fork Cores Procs. per node Universe size Version

1 0.7 0.13 20.2 Haar 50 Fork 64 New
2 0.6 0.13 20.2 Haar 50 Fork-LB 64 New
3 0.4 0.13 19.1 Haar 50 Fork 64 New-noNA
4 0.6 0.13 19.2 Haar 50 Fork-LB 64 New-noNA
5 0.5 0.16 24.3 Haar 50 MPI 65 64 Old
6 0.5 0.16 24.3 Haar 50 MPI 65 64 Old
7 1.3 0.13 25.7 Haar 100 Fork 64 New
8 1.2 0.13 25.7 Haar 100 Fork-LB 64 New
9 0.8 0.13 25.3 Haar 100 Fork 64 New-noNA
10 1.1 0.13 24.5 Haar 100 Fork-LB 64 New-noNA
11 0.8 0.17 27.8 Haar 100 MPI 64 63 Old
12 1.1 0.17 28.1 Haar 100 MPI 65 64 Old
13 2.5 0.13 26.8 Haar 200 Fork 64 New
14 1.8 0.13 26.9 Haar 200 Fork-LB 64 New
15 2.6 0.13 28.2 Haar 200 MPI 64 63 New
16 2.1 0.13 28.1 Haar 200 MPI-LB 64 63 New
17 1.5 0.14 25.1 Haar 200 Fork 64 New-noNA
18 2.0 0.13 24.6 Haar 200 Fork-LB 64 New-noNA
19 2.4 0.13 27.1 Haar 200 MPI 64 63 New-noNA
20 1.5 0.13 27.1 Haar 200 MPI-LB 64 63 New-noNA
21 1.4 0.18 31.9 Haar 200 MPI 64 63 Old
22 1.9 0.18 29.0 Haar 200 MPI 65 64 Old
23 10.5 0.14 27.9 Haar 1000 Fork 64 New
24 8.1 0.14 27.7 Haar 1000 Fork 64 New
25 11.4 0.14 26.7 Haar 1000 Fork-LB 64 New
26 10.5 0.14 28.2 Haar 1000 Fork-LB 64 New
27 11.6 0.14 29.8 Haar 1000 MPI 64 63 New
28 10.0 0.14 29.2 Haar 1000 MPI-LB 64 63 New
29 8.0 0.14 26.3 Haar 1000 Fork 64 New-noNA
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Table 6: (Analysis benchmarks for Lacerta: AMD Opteron 6276, 64 cores, 384 GB RAM, continued)

Wall time (min.) Memory (GB) Σ Memory (GB) Method Columns MPI/Fork Cores Procs. per node Universe size Version

30 8.8 0.14 26.7 Haar 1000 Fork 64 New-noNA
31 7.1 0.14 26.7 Haar 1000 Fork 64 New-noNA
32 9.2 0.14 26.5 Haar 1000 Fork-LB 64 New-noNA
33 7.0 0.14 26.2 Haar 1000 Fork-LB 64 New-noNA
34 6.1 0.14 28.5 Haar 1000 MPI 64 63 New-noNA
35 6.1 0.14 28.5 Haar 1000 MPI-LB 64 63 New-noNA
36 6.2 0.18 32.9 Haar 1000 MPI 65 64 Old
37 6.2 0.18 34.9 Haar 1000 MPI 65 64 Old
38 14.8 0.14 29.0 Haar 2000 Fork 64 New
39 16.4 0.14 29.1 Haar 2000 Fork 64 New
40 21.7 0.14 27.1 Haar 2000 Fork-LB 64 New
41 20.2 0.14 28.4 Haar 2000 Fork-LB 64 New
42 36.1 0.18 32.3 Haar 4000 Fork 64 New
43 42.2 0.18 31.9 Haar 4000 Fork 64 New
44 45.0 0.18 31.8 Haar 4000 Fork-LB 64 New
45 44.9 0.18 31.7 Haar 4000 Fork-LB 64 New
46 25.5 0.13 26.2 CBS 50 Fork-LB 64 New
47 24.6 0.13 24.4 CBS 50 Fork 64 New-noNA
48 25.0 0.14 23.1 CBS 50 Fork-LB 64 New-noNA
49 34.0 0.13 35.0 CBS 50 MPI 65 64 Old
50 34.9 0.13 32.3 CBS 50 MPI 65 64 Old
51 44.7 0.13 34.0 CBS 100 Fork-LB 64 New
52 46.2 0.13 31.1 CBS 100 Fork 64 New-noNA
53 44.5 0.14 32.0 CBS 100 Fork-LB 64 New-noNA
54 61.0 0.13 40.5 CBS 100 MPI 64 63 Old
55 60.6 0.13 41.0 CBS 100 MPI 65 64 Old
56 83.6 0.13 35.7 CBS 200 Fork-LB 64 New
57 131.5 0.13 46.1 CBS 200 MPI 64 63 New
58 103.3 0.13 43.9 CBS 200 MPI-LB 64 63 New
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Table 6: (Analysis benchmarks for Lacerta: AMD Opteron 6276, 64 cores, 384 GB RAM, continued)

Wall time (min.) Memory (GB) Σ Memory (GB) Method Columns MPI/Fork Cores Procs. per node Universe size Version

59 88.1 0.14 34.1 CBS 200 Fork 64 New-noNA
60 82.1 0.14 30.9 CBS 200 Fork-LB 64 New-noNA
61 134.9 0.13 43.1 CBS 200 MPI 64 63 New-noNA
62 102.8 0.13 42.0 CBS 200 MPI-LB 64 63 New-noNA
63 107.8 0.13 42.5 CBS 200 MPI 64 63 Old
64 109.7 0.13 41.7 CBS 200 MPI 65 64 Old
65 353.7 0.14 36.7 CBS 1000 Fork-LB 64 New
66 353.4 0.14 36.4 CBS 1000 Fork-LB 64 New
67 556.8 0.14 51.0 CBS 1000 MPI 64 63 New
68 451.2 0.14 47.9 CBS 1000 MPI-LB 64 63 New
69 359.9 0.14 38.8 CBS 1000 Fork 64 New-noNA
70 352.3 0.14 31.7 CBS 1000 Fork-LB 64 New-noNA
71 443.2 0.14 45.0 CBS 1000 MPI-LB 64 63 New-noNA
72 459.6 0.14 45.7 CBS 1000 MPI 65 64 Old
73 722.2 0.15 44.1 CBS 2000 Fork 64 New
74 695.2 0.16 37.3 CBS 2000 Fork-LB 64 New
75 1430.5 0.18 46.4 CBS 4000 Fork 64 New
76 1399.4 0.18 41.9 CBS 4000 Fork-LB 64 New
77 94.5 0.18 25.8 HMM 50 Fork 64 New
78 88.0 0.18 25.7 HMM 50 Fork-LB 64 New
79 94.0 0.17 29.9 HMM 50 Fork 64 New-noNA
80 86.8 0.18 23.0 HMM 50 Fork-LB 64 New-noNA
81 81.3 0.18 38.8 HMM 50 MPI 64 63 Old
82 166.1 0.18 32.5 HMM 100 Fork-LB 64 New
83 167.1 0.18 31.7 HMM 100 Fork 64 New-noNA
84 165.6 0.18 29.9 HMM 100 Fork-LB 64 New-noNA
85 160.3 0.18 41.6 HMM 100 MPI 64 63 Old
86 166.5 0.18 41.0 HMM 100 MPI 65 64 Old
87 324.9 0.18 32.9 HMM 200 Fork-LB 64 New
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Table 6: (Analysis benchmarks for Lacerta: AMD Opteron 6276, 64 cores, 384 GB RAM, continued)

Wall time (min.) Memory (GB) Σ Memory (GB) Method Columns MPI/Fork Cores Procs. per node Universe size Version

88 1113.2 0.20 41.6 HMM 200 MPI 64 63 New
89 326.7 0.20 40.3 HMM 200 MPI-LB 64 63 New
90 323.8 0.18 33.0 HMM 200 Fork 64 New-noNA
91 323.1 0.19 30.0 HMM 200 Fork-LB 64 New-noNA
92 1123.3 0.20 42.7 HMM 200 MPI 64 63 New-noNA
93 324.5 0.20 42.7 HMM 200 MPI-LB 64 63 New-noNA
94 322.3 0.20 40.8 HMM 200 MPI 64 63 Old
95 1612.9 0.21 40.0 HMM 1000 Fork 64 New-noNA
96 1597.5 0.22 33.9 HMM 1000 Fork-LB 64 New-noNA
97 1613.6 0.27 43.9 HMM 1000 MPI 64 63 Old
98 458.4 0.18 28.3 BioHMM 50 Fork 64 New
99 373.7 0.17 32.5 BioHMM 50 Fork 64 New-noNA
100 328.9 0.18 43.2 BioHMM 50 MPI 64 63 Old
101 731.2 0.18 34.5 BioHMM 100 Fork 64 New-noNA
102 697.5 0.18 47.0 BioHMM 100 MPI 64 63 Old
103 1543.5 0.18 36.0 BioHMM 200 Fork 64 New-noNA
104 1525.2 0.20 49.5 BioHMM 200 MPI 64 63 Old
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Table 7: Analysis benchmarks using Lacerta and Gallotia with MPI over Infiniband (total 124 cores)

Wall time (min.) Memory (GB) Σ Memory (GB) Method Columns MPI/Fork Cores Procs. per node Universe size Version

1 1.4 0.13 27.3 Haar 200 MPI 63 124 New-noNA
2 1.3 0.13 26.9 Haar 200 MPI 62 124 New-noNA
3 1.3 0.13 27.1 Haar 200 MPI 62 124 New-noNA
4 1.3 0.13 27.3 Haar 200 MPI 63 124 New-noNA
5 1.1 0.13 27.2 Haar 200 MPI-LB 63 124 New-noNA
6 1.1 0.13 26.7 Haar 200 MPI-LB 62 124 New-noNA
7 1.0 0.13 26.7 Haar 200 MPI-LB 62 124 New-noNA
8 1.2 0.13 27.1 Haar 200 MPI-LB 63 124 New-noNA
9 1.4 0.18 27.4 Haar 200 MPI 63 124 Old
10 1.3 0.18 27.2 Haar 200 MPI 62 124 Old
11 7.9 0.14 28.5 Haar 1000 MPI 62 124 New-noNA
12 4.7 0.14 27.5 Haar 1000 MPI-LB 62 124 New-noNA
13 8.8 0.18 32.9 Haar 1000 MPI 62 124 Old
14 27.7 0.15 31.6 Haar 2000 MPI 62 124 New
15 15.2 0.15 30.8 Haar 2000 MPI-LB 62 124 New
16 59.0 0.18 31.8 Haar 4000 MPI 62 124 New
17 35.0 0.18 32.4 Haar 4000 MPI-LB 62 124 New
18 70.1 0.13 42.1 CBS 200 MPI 63 124 New-noNA
19 69.6 0.13 41.4 CBS 200 MPI 62 124 New-noNA
20 60.6 0.13 40.1 CBS 200 MPI-LB 62 124 New-noNA
21 60.0 0.13 42.0 CBS 200 MPI 63 124 Old
22 61.2 0.13 41.1 CBS 200 MPI 62 124 Old
23 324.1 0.14 44.7 CBS 1000 MPI 62 124 New-noNA
24 239.1 0.14 43.9 CBS 1000 MPI-LB 62 124 New-noNA
25 242.5 0.14 44.8 CBS 1000 MPI 62 124 Old
26 612.7 0.15 51.5 CBS 2000 MPI 62 124 New
27 452.6 0.15 49.6 CBS 2000 MPI-LB 62 124 New
28 1237.0 0.18 53.8 CBS 4000 MPI 62 124 New
29 893.3 0.18 51.7 CBS 4000 MPI-LB 62 124 New
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Table 7: (Analysis benchmarks using Lacerta and Gallotia with MPI over Infiniband (total 124 cores), continued)

Wall time (min.) Memory (GB) Σ Memory (GB) Method Columns MPI/Fork Cores Procs. per node Universe size Version

30 584.2 0.20 41.8 HMM 200 MPI 62 124 New-noNA
31 172.1 0.20 40.9 HMM 200 MPI-LB 62 124 New-noNA
32 165.7 0.20 41.8 HMM 200 MPI 63 124 Old
33 166.4 0.20 41.0 HMM 200 MPI 62 124 Old
34 847.6 0.27 40.4 HMM 1000 MPI-LB 62 124 New-noNA
35 846.4 0.27 43.7 HMM 1000 MPI 62 124 Old
36 1489.2 0.35 41.3 HMM 2000 MPI-LB 62 124 New
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3 Other comparisons

3.1 Comparison with non-parallelized executions

ADaCGH2 was run without merging, to compare it to the canonical, non-parallelized, im-
plementations of CBS and Haar. Note that, as there are missing values in the data, and
the original HaarSeg code does not deal with missing values, we are forced to remove NAs
array-per-array, and make repeated calls to the function.

39



Table 8: Time and memory usage of segmentation without merging and comparison with
non-parallized executions. These examples have all been run on the Dell Power Edges,
except for the last two, run on the Intel machine (on the Intel machine non-parallelized
runs with 1000 columns cannot be attempted as R runs out of memory loading the data).

Method MPI
/Fork

Cores ff/
RAM

Columns Wall time
(min.)

Memory
(GB)

Σ Memory
(GB)

1 Haar Fork 64 ff 100 1.2 0.13 24.5
2 Haar Fork 10 ff 1000 23.5 0.142 5.9
3 Haar Fork 20 ff 1000 12.3 0.137 10.0
4 Haar Fork 40 ff 1000 7.4 0.142 17.6
5 Haar Fork 50 ff 1000 6.7 0.139 21.2
6 Haar Fork 64 ff 1000 6.4 0.142 26.9
7 Haar Fork 10 ff 2000 49.7 0.16 8.0
8 Haar Fork 20 ff 2000 26.3 0.16 11.9
9 Haar Fork 40 ff 2000 15.4 0.16 19.5
10 Haar Fork 50 ff 2000 13.3 0.16 23.2
11 Haar Fork 64 ff 2000 11.9 0.16 28.4

12 CBS Fork 64 ff 100 55.9 0.13 35.3
13 CBS Fork 10 ff 1000 1855.4 0.135 8.6
14 CBS Fork 20 ff 1000 939.8 0.135 14.9
15 CBS Fork 40 ff 1000 513.5 0.136 27.0
16 CBS Fork 50 ff 1000 438.6 0.142 33.1
17 CBS Fork 64 ff 1000 350.3 0.142 41.3
18 CBS Fork 10 ff 2000 3770.9 0.15 11.1
19 CBS Fork 20 ff 2000 1878.8 0.16 16.5
20 CBS Fork 40 ff 2000 1007.0 0.15 28.8
21 CBS Fork 50 ff 2000 857.1 0.16 35.3
22 CBS Fork 64 ff 2000 717.3 0.163 41.9

23 Haar NP - RAM 100 25.2a 12.5 12.5
24 CBS NP - RAM 100 1706b 40 40
25 Haar NP - RAM 1000 198.3c Cannot allocate memory
26 CBS NP - RAM 1000 Cannot allocate memory

27 Haar NP - RAM 100 15.1d 14.1 14.1
28 CBS NP - RAM 100 1112e 38.3 38.3
a 25.25 = 0.95 + 22.9 + 1.4: load data, analyze, and save results. If there are no missing values in this

data set, the total time of analysis (i.e., sending the whole matrix at once and not checking for, nor
removing, NAs) is 3.3 minutes.

b 1706 = 0.95 + 1698 + 6.7: load data, analyze, and save results. The analysis involves calling the CNA

function to create the CNA object (5.3 min), calling the smooth.CNA function to smooth the data and
detect outlier (83.2 minutes), and segmenting the data with the segment function (1609.5 minutes).

c The analysis uses 113 GB, but results cannot be saved. This was in the machine with 256 GB of RAM.
d 15.1 = 0.65 + 13.5 + 0.9: load data, analyze, and save results.
e 1112 = 0.65 + 1106 + 4.9: load data, analyze, and save results. The analysis involves calling the CNA

function to create the CNA object (0.95 min), calling the smooth.CNA function to smooth the data
and detect outlier (20.2 minutes), and segmenting the data with the segment function (1085 minutes).
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3.2 Reading from a directory of files vs. other options

Here we show time and memory usage of options that are not the recommended approach
with large data set (using ff objects and reading from a directory of single-column files). All
these benchmarks have been carried out in the AMD Opteron machines. These data show
the patterns discussed in the main vignette: with large data sets the best approach is to read
from a directory of single-column files and store as ff objects. Wall time is much smaller
when reading from a directory of single column files (see also table 1 for a comparison with
former versions of ADaCGH2, where original data where stored as RData and then read to
ff objects). Moreover, storing as a RAM object, even when possible, might result in a RAM
object that can then not be successfully used for analysis (see section 3.3).

Table 9: Time and memory usage when reading data

Reading operation Columns Wall time
(min)

Memory
(GB)

Σ Memory (GB)

1 Txt file to ff 1000 2630 1.3 NA

2 RData to ff 1000 29.6 169 168.3

3 Directory to data
frame (RAM object)

1000 22 + 2a 96 NA. Output unusable
for analysis. See table
3.3.

4 RData to data frame
(RAM object)

1000 22 + 2b 139 NA. Output unusable
for analysis. See table
3.3.

5 Directory to data
frame (RAM object)

200 7.7 + 0.4c 20 38

6 Directory to data
frame (RAM object)

100 8.7 + 0.3d 10.5 30

7 Directory to data
frame (RAM object)

50 5.8 + 0.1e 5.8 27

a The 2 reflects the time needed to save the resulting data frame to an RData file.
b The 2 reflects the time needed to save the resulting data frame to an RData file.
c The 0.4 reflects the time needed to save the resulting data frame to an RData file.
d The 0.3 reflects the time needed to save the resulting data frame to an RData file.
e The 0.1 reflects the time needed to save the resulting data frame to an RData file.
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3.3 Analyzing large data with RAM objects

Here we present some results from attempting to analyze large data sets, with the new
version of ADaCGH2, using RAM objects. Even moderately size data sets (200 columns)
cannot be analyzed when using RAM objects in a machine with 384 GB of RAM; memory
usage is already very large (140 GB) with just 50 columns. Time of analysis is also much
larger for the case shown than for similarly sized problems when using ff objects (see tables
5 and 6).

Table 10: Time and memory usage of segmentation with default options

Method MPI
/Fork

Cores ff/RAM Columns Wall time (min.) Memory
(GB)

Σ Mem-
ory (GB)

1 Haar Fork 64 RAM 50 0.7 + 2.5 + 0.9a 14.4 140

2 Haar Fork 64 RAM 200 NA NA Cannot
allocate
memory

3 Haar Fork 64 RAM 1000 NA NA Cannot
allocate
memory

a 0.7 + 2.5 + 0.9: load data, analyze, and save results.
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4 Comments and recommended usage patterns

4.1 Recommended usage: summary

1. For data analysis, use the defaults when running on a single multicore computer:

(a) ff objects for input and output.

(b) Forking (instead of explicit clusters).

(c) Load balancing, except when using HaarSeg.

2. If you have multiple machines available for analysis, try using them with explicit clus-
ters (e.g., MPI). However, especially for methods such as HaarSeg, the gains could
be modest unless you add many machines to the cluster. Use load balancing for all
methods (i.e., override the defult if using HaarSeg).

3. When reading data, the fastest and least memory consuming is using a directory of
single-column files. The best number of cores is likely to be strongly hardware (and
possibly file system) dependent. The default mc.cores has been set to half the number
of cores, but this is not necessarily a sensible default.

4.2 Recommended usage: details

1. Reading data and trying to save it as a RAM object, a usual in-memory data frame,
will quickly exhaust available memory. For these data, we were not able to read data
sets of 100 or more columns. Part of the problem lies on the way memory is handled
and freed in the slaves, given that we are returning lists. In contrast, when saving as
ff objects, the slaves are only returning tiny objects (just pointers to a file).

2. Saving data as RData objects will also not be an option for large numbers of columns
as we will quickly exhaust available memory when trying to analyze them.

3. In a single machine, and for the same number of cores, analyzing data with MPI is
often generally slower than using forking, which is not surprising. Note also that with
MPI there is an overhead of spawning slaves and loading packages in the slaves (which,
in our case, takes about half a minute to a minute).

4. When using two nodes (i.e., almost doubling the number of cores), MPI might, or
might not, be faster than using forking on a single node. Two main issues affect the
speed differences: inter-process communication and access to files. In our case, the
likely bottleneck lies in access to files, which live on an array of disks that is accessed
via NFS. With other hardware/software configurations, access to shared files might
be much faster. Regardless, the MPI costs might not be worth if each individual
calculation is fast; this is why MPI with HaarSeg does not pay off, but it does pay off
with HMM and is borderline with CBS.

5. When using ff, the exact same operations in systems with different RAM can lead to
different amounts of memory usage, as ff tries autotuning when starting.

You can tune parameters when you load the ff package, but even if you don’t (and, by
default, we don’t), defaults are often sensible and will play in your favor.

6. Even for relatively small examples, using ff can be faster than using RAM objects.
Using RAM objects incurs overheads of loading and saving the RData objects in mem-
ory, but analyses also tend to be slightly slower. The later is somewhat surprising:
with forking and RAM objects, the R object that holds the CGH data is accessed only
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for reading, and thus can be shared between all processes. We expected this to be
faster than using ff, because access to disk is several orders of magnitude slower than
access to memory —note that we made sure that memory was not virtual memory
mapped to disk, as we had disabled all swapping. We suspect the main difference lies
in bottlenecks and contention problems that result from accessing data in a single data
frame simultaneously from multiple processes, compared to loading exactly just one
column independently in each process, and/or repeated cache misses.

7. inputToADaCGH (i.e., transforming a directory of files into ff objects) can be severely
affected, of course, by other processes accessing the disk. More generally, since with
inputToADaCGH several processes can try to access different files at once (we are trying
to parallelize the reading of data), issues such as type of file system, configuration and
type of RAID, number of spindles, quality of the RAID card, amount of free space,
etc, etc, etc, can have an effect on all heavy I/O operations. Note also that, as a
general rule, it is better if the newly created ff files from inputToADaCGH are written
to an empty directory, and if the working directory for segmentation analysis is another
empty directory if you are using ff objects.

inputToADaCGH accepts an argument to reduce the number of cores used, which can
help with contention issues related to I/O. A multicore machine (say, 12 cores) with a
single SATA drive might actually complete the reading faster if you use fewer than 12
cores for the reading. But your mileage might vary. See also comments and full tables
in section 2.3.

8. Reordering data takes time (a lot if you do not use ff objects) and can use a lot of
memory. So it is much better if input data are already ordered (by Chromosome and
Position within Chromosome).
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1 This vignette

This vignette presents the ADaCGH2 package using:

• Three fully commented examples that deal with the usage of the different parallelization
options and types of objects (in particular, ff objects) available.

• Examples of using ADaCGH2 with CGHregions, Limma, and snapCGH.

All of the runnable examples in this vignette use a small toy example (they need to run
in a reasonably short of time in a variety of machines). In the vignette called “ADaCGH2-
long-examples” we list example calls of all segmentation methods, with different options for
methods, as well as different options for type of input object and clustering. That other
vignette is provided as both extended help and as a simple way of checking that all the
functions can be run and yield identical results regardless of type of input and clustering.

Finally, the file “benchmarks.pdf” presents extensive benchmarks comparing the current
version of ADaCGH2 (>= 2.3.6) with the former version (v. 1.10, in BioConductor 2.12), as
well as some comparisons with non-parallelized executions and a discussion of recommended
patterns of usage.

2 Overview:

ADaCGH2 is a package for the analysis of CGH data. The main features of ADaCGH2 are:

• Parallelization of (several of) the main segmentation/calling algorithms currently avail-
able, to allow efficient usage of computing clusters. Parallelization can use either fork-
ing (in Unix-like OSs) or sockets, MPI, etc, as provided by package snow (http:
//cran.r-project.org/web/packages/snow/index.html).

Forking will probably be the fastest approach in multicore machines, whereas MPI
or sockets will be used with clusters made of several independent machines with few
CPUs/cores each.
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• Optional storage of, and access to, data using the ff package (http://cran.r-project.
org/web/packages/ff/index.html), making it possible to analyze data from very
large projects and/or use machines with limited memory.

• Parallelization and ff can be used simultaneously. WaviCGH Carro et al. (2010) (http:
//wavi.bioinfo.cnio.es), a web-server application for the analysis and visualization
of array-CGH data that uses ADaCGH2, consitutes a clear demonstration of the usage
of ff on a computing cluster with shared storage over NFS.

ADaCGH2 is a major re-write of our former package ADaCGH Diaz-Uriarte and Rueda
(2007) and version 2 of ADaCGH2 is, itself, a major rewrite of the version 1.x series. Over
time, we have improved the parallelization and, specially, changed completely the data han-
dling routines. The first major rewrite of ADaCGH2 included the usage of the ff package,
which allows ADaCGH2 to analyze data sets of more than four million probes in machines
with no more than 2 GB of RAM. The second major rewrite reimplemented all the reading
routines, and much of the analysis, which now allow a wider range of options with increased
speed and decreased memory usage, and also allows users to disable the usage of ff. Moreover,
in the new version, a large part of the reading is parallelized and makes use of temporary
ff objects and we allow parallelization of analysis (and data reading) using forking. Further
details and comparisons between the old and new versions are provided in the document
“benchmarks.pdf”, included with this package.

2.1 Terminology

The following is the meaning of some terms we will use repeatedly.

ff object An object that uses the ff package. A tiny part of that object lives in memory,
in the R session, but most of the object is stored on the hard drive. The part that lives
in memory is just a pointer to the object that resides in the hard drive.

RAM objects The “usual” R objects (in our case, mainly data frames and matrices); these
are stored, or live, in memory.

Somewhat similar to what the documentation of the ff package does, we refer to these
objects, that reside in memory, as RAM objects. Technically, a given data frame,
for instance, need not be in RAM in a particular moment (that actual memory page
might have been swapped to disk). Regardless, the object is accessed as any other
object which resides in memory. Likewise, note that ff also have a small part that is
in memory, but the data themselves are stored on disk.

forking We copy literally from the vignette of the parallel package R Core Team (2013):
“Fork is a concept from POSIX operating systems, and should be available on all R
platforms except Windows. This creates a new R process by taking a complete copy of
the master process, including the workspace and state of the random-number stream.
However, the copy will (in any reasonable OS) share memory pages with the master
until modified so forking is very fast.”

Forking is, thus, a reasonable way of parallelizing jobs in multicore computers. Note,
however, that this will not work across machines (for instance, across workstations in
clusters of workstations).

cluster We use it here to contrast it with forking. With cluster, tasks are sent to other R
processes using, for instance, MPI or any of the other methods provided by package
snow (e.g., PVM, sockets, or NWS).

For example, MPI (for“Message Passing Interface”) is a standardized system for parallel
computing, probably the most widely used approach for parallelization with distributed
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memory machines (such as in clusters of workstations). The package Rmpi (and snow
on top of Rmpi) use MPI. In the examples in this vignette, however, we will use clusters
of type socket, as these are available in several OSs (including Windows), and do not
require installation of MPI.

If we are running Linux, Unix, or other POSIX operating systems, in a single computer
with multiple cores we can use both forking and clusters (e.g., MPI or sockets). In most
cases forking will be preferable as we will avoid some communication overheads and it
will also probably use less total memory. If we are running Windows, however, we will
need to use a cluster even in a single multicore machine.

2.2 Suggested usage patterns summary

The following table provides a simple guide of suggested usage patterns with small to mod-
erate data sets:

Lots of RAM Little RAM

Single node,
many cores/node

RAM objects (?), forking
ff objects (?), forking

ff objects, forking

Many nodes,
few cores/node

ff objects, cluster ff objects, cluster

The question marks denote not-so-obvious choices, where the best decision will depend
on the actual details of number of nodes, size of data sets, speed of communication between
nodes, etc. For large data sets, the recommended usage involves always using ff objects.
Using ff objects is slightly more cumbersome, but can allow us to analyze very large data sets
in moderate hardware and will often result in faster computation; see details and discussion
in “benchmarks.pdf”. Of course, what is “lots”, “many”, and “large”, will depend on the
arrays you analyze and the hardware.

The examples below cover all three possible usage patterns:

RAM objects, forking : section 4.

ff objects, cluster : section 5.

ff objects, forking : section 6.

2.3 Usage: main steps and choices

ADaCGH2 includes functions that use as input, or produce as output, either ff objects or
RAM R objects. Some functions also allow you to choose between using forking and using
other mechanisms for parallelization.

For both interactive and non-interactive executions we will often execute the following in
sequence:

1. Check the original data and convert to appropriate objects (e.g., to ff objects).

2. Initialize the computing cluster if not using forking.

3. Carry out segmentation and calling

4. Plot the results

We cover each in turn in the remaining of this section and discuss alternative routes. But
first, we discuss why we might want to use ADaCGH2 instead of just “doing it manually on
our own”.
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3 The data for all the examples

We will use a small, fictitious data set for all the examples, with six arrays/subjects and five
chromosomes.

The data are available as an RData file

> library(ADaCGH2)

> data(inputEx)

> summary(inputEx)

ID chromosome position L.1

Hs.101850: 1 Min. :1.000 Min. : 1180411 Min. :-1.07800

Hs.1019 : 1 1st Qu.:1.000 1st Qu.: 36030889 1st Qu.:-0.22583

Hs.105460: 1 Median :2.000 Median : 70805790 Median :-0.01600

Hs.105656: 1 Mean :2.284 Mean : 92600349 Mean :-0.03548

Hs.105941: 1 3rd Qu.:3.000 3rd Qu.:149843856 3rd Qu.: 0.16000

Hs.106674: 1 Max. :5.000 Max. :243795357 Max. : 0.88300

(Other) :494 NA's :5

L.2 m4 m5 L3

Min. :-0.795000 Min. :-0.1867 Min. :-4.67275 Min. :-13.273

1st Qu.:-0.139000 1st Qu.: 1.9790 1st Qu.:-0.02025 1st Qu.: 3.631

Median :-0.006000 Median : 2.2807 Median : 0.43725 Median : 3.925

Mean : 0.007684 Mean : 3.4504 Mean : 1.60159 Mean : 1.981

3rd Qu.: 0.134000 3rd Qu.: 5.8235 3rd Qu.: 3.04475 3rd Qu.: 4.110

Max. : 1.076000 Max. : 6.6043 Max. : 9.60425 Max. : 6.374

NA's :15 NA's :41 NA's :9

m6

Min. :-0.7655

1st Qu.:-0.2260

Median :-0.0440

Mean :-0.0351

3rd Qu.: 0.1620

Max. : 0.7750

NA's :203

> head(inputEx)

ID chromosome position L.1 L.2 m4

1*1180411*Hs.212680 Hs.212680 1 1180411 NA 0.038 6.22625

1*1188041.5*Hs.129780 Hs.129780 1 1188042 NA 0.028 6.17425

1*1194444*Hs.42806 Hs.42806 1 1194444 NA 0.042 6.17425

1*1332537*Hs.76239 Hs.76239 1 1332537 NA 0.285 5.62425

1*2362211*Hs.40500 Hs.40500 1 2362211 NA 0.058 5.85125

1*2372287*Hs.449936 Hs.449936 1 2372287 0.294 -0.006 5.68525

m5 L3 m6

1*1180411*Hs.212680 3.22625 6.038 NA

1*1188041.5*Hs.129780 3.17425 6.028 NA

1*1194444*Hs.42806 3.17425 6.042 NA

1*1332537*Hs.76239 2.62425 NA NA

1*2362211*Hs.40500 2.85125 NA NA

1*2372287*Hs.449936 2.68525 NA NA
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The data are are also available (in the /data subdirectory of the package) as an ASCII
text file in two formats: with columns separated by tabs and with columns separated by
spaces1.

4 Example 1: RAM objects and forking

This is the simplest procedure if you are not under Windows. It will work when data is small
(relative to available RAM) and the number of cores/processors in the single computing node
is large relative to the number of subjects. However, this will not provide any parallelism
under Windows: we use forking, as provided by the mclapply function in package parallel,
and forking is available for POSIX operating systems (and Windows is not one of those).

Using forking can be a good idea because, with fork, creating new process is very fast
and lightweight, and all the child process share memory pages until they start modifying
the objects, and you do not need to explicitly send those pre-existing objects to the child
processes. In contrasts, if we use other types of clusters (e.g., sockets or MPI), we need to
make sure packages and R objects are explicitly sent to the child or slave processes.

If you have lots of RAM (ideally all you would need is enough memory to hold one copy
of your original CGH data plus the return object), you will also probably use RAM objects
and not ff objects, as these are less cumbersome to deal with than ff objects. But see details
in file “benchmarks.pdf”.

The steps for the analysis are:

• Read the input data.

• Carry out the segmentation.

4.1 Reading data and storing as a RAM object (a “usual” R object)

We provide here details on reading data from several different sources. Of course, in any
specific case, you only need to use one route.

4.1.1 Data available as a data frame in an RData file

As we said in section 3, the data are available as an R data frame (inputEx), which we have
saved as an RData file (inputEx.RData).

We will use inputToADaCGH to produce the three objects needed later for the segmen-
tation, and to carry out some checks for missing values, repeated identifiers and positions,
etc.

> fnameRdata <- list.files(path = system.file("data", package = "ADaCGH2"),

+ full.names = TRUE, pattern = "inputEx.RData")

> inputToADaCGH(ff.or.RAM = "RAM",

+ RDatafilename = fnameRdata)

... done reading; starting checks

... checking identical MidPos

... checking need to reorder inputData, data.frame version

... done with checks; starting writing

1These two files are used in the example of the help for the cutFile function
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... done writing/saving probeNames

... done writing/saving chromData

... done writing/saving posData

... done writing/saving cghData

Calling gc at end

used (Mb) gc trigger (Mb) max used (Mb)

Ncells 1549375 82.8 2403845 128.4 1835812 98.1

Vcells 1531987 11.7 2481603 19.0 2033237 15.6

Saved objects with names

cgh.dat chrom.dat pos.dat probenames.dat

for CGH data, chromosomal data, position data, and probe names,

respectively, in environment

R_GlobalEnv .

We need to provide the path to the RData file, which we stored in the object fnameRData.
This RData file will contain a single data frame. In this data frame, the first three columns
of the data frame are the IDs of the probes, the chromosome number, and the position, and
all remaining columns contain the data for the arrays, one column per array. The names of
the first three column do not matter, but the order does. Names of the remaining columns
will be used if existing; otherwise, fake array names will be created.

Note the usage of ff.or.RAM = "RAM", which is different from that in section 5.2. The
output from the call will leave several R objects in the global environment. The name of
the objects can be changed with the argument robjnames. These are your usual R objects
(data frames and vectors); thus, they are RAM objects.

4.1.2 Data available as an R data frame

Instead of accessing the RData file, we will directly use the data frame. This way, we use
inputToADaCGH basically for its checks. The first three columns of the data frame are the
IDs of the probes, the chromosome number, and the position, and all remaining columns
contain the data for the arrays, one column per array.

> data(inputEx) ## make inputEx available as a data frame with that name

> inputToADaCGH(ff.or.RAM = "RAM",

+ dataframe = inputEx)

... done reading; starting checks

... checking identical MidPos

... checking need to reorder inputData, data.frame version

... done with checks; starting writing

... done writing/saving probeNames
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... done writing/saving chromData

... done writing/saving posData

... done writing/saving cghData

Calling gc at end

used (Mb) gc trigger (Mb) max used (Mb)

Ncells 1549366 82.8 2403845 128.4 1835812 98.1

Vcells 1531915 11.7 2481603 19.0 2033237 15.6

Saved objects with names

cgh.dat chrom.dat pos.dat probenames.dat

for CGH data, chromosomal data, position data, and probe names,

respectively, in environment

R_GlobalEnv .

Skipping the call to inputToADaCGH Since our data are already available as an R data
frame, and if we are not interested in the checks provided by inputToADaCGH, we do not
need to call it. To prepare the data for later usage with pSegment we can just do as follows:

> data(inputEx)

> cgh.dat <- inputEx[, -c(1, 2, 3)]

> chrom.dat <- as.integer(inputEx[, 2])

> pos.dat <- inputEx[, 3]

4.1.3 Using input data from a text file

Our data can also be in a text file, with a format where the first three columns are ID,
chromosome, and position, and the remaining columns are arrays2. inputDataToADaCGH

allows this type of input and, inside, uses read.table.ff; this way, we can read a very large
data set and store it as an ff object or a RAM object without exhausting the available RAM.

> fnametxt <- list.files(path = system.file("data", package = "ADaCGH2"),

+ full.names = TRUE, pattern = "inputEx.txt")

> tmp <- inputToADaCGH(ff.or.RAM = "RAM",

+ textfilename = fnametxt)

... textfile reading: reading the ID column

... textfile reading: reading the chrom column

... textfile reading: (parallel) reading of remaining columns

... done reading; starting checks

... checking identical MidPos

... checking need to reorder inputData, ff version

2If they are not, utilities such as awk, cut, etc, might be used for this purpose.
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... done with checks; starting writing

... done writing/saving probeNames

... done writing/saving chromData

... done writing/saving posData

... done writing/saving cghData

Calling gc at end

used (Mb) gc trigger (Mb) max used (Mb)

Ncells 1579301 84.4 2403845 128.4 1835812 98.1

Vcells 1582846 12.1 2685683 20.5 2033237 15.6

Saved objects with names

cgh.dat chrom.dat pos.dat probenames.dat

for CGH data, chromosomal data, position data, and probe names,

respectively, in environment

R_GlobalEnv .

If you will be using a cluster created with makeCluster (see section 5.3) you will not
want to use this options. You will need to create ff objects because, when using a cluster,
and to minimize transferring data and possibly exhausting available RAM, we have written
the code so that the slaves do not receive the data itself, but just pointers to the data (i.e.,
names of ff objects) that live in the disk.

Compressed text files The function inputToADaCGH will work with both compressed and
uncompressed files. However, if you are working with a really large text file, if you start from
a compressed file, you will have to add the time it takes to decompress the file; thus, you
might want to decompress it, outside R, before you start all of your work if you plan on
using this file repeatedly as input.

4.1.4 Using data from Limma or snapCGH

You can also use data from snapCGH and Limma. See section 7.1.

4.1.5 Reading data from a directory

Reading data from a directory is discussed in more detail in section 6.2.6, and it is the
preferred approach when we have a lot of data. Since saving the results as a RAM object is
not likely to be the way to go in such cases (we would exhaust available RAM), we do not
discuss it here any further.

4.2 Carrying out segmentation and calling

Segmentation and calling are carried out with the pSegment functions. Here we show just
one such example. Many more are available in the second vignette. Setting argument
typeParall to fork is not needed (it is the default), but we set it here explicitly for clarity.
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> help(pSegment)

> haar.RAM.fork <- pSegmentHaarSeg(cgh.dat, chrom.dat,

+ merging = "MAD",

+ typeParall = "fork")

Since the input are RAM objects, the output is also a RAM object (a regular R object,
in this case a list).

> lapply(haar.RAM.fork, head)

$outSmoothed

L.1 L.2 m4 m5 L3 m6

1 NA 0.0175353 5.939581 2.929741 6.055182 NA

2 NA 0.0175353 5.939581 2.929741 6.055182 NA

3 NA 0.0175353 5.939581 2.929741 6.055182 NA

4 NA 0.0175353 5.939581 2.929741 NA NA

5 NA 0.0175353 5.939581 2.929741 NA NA

6 0.05851487 0.0175353 5.939581 2.929741 NA NA

$outState

L.1 L.2 m4 m5 L3 m6

1 NA 0 1 1 1 NA

2 NA 0 1 1 1 NA

3 NA 0 1 1 1 NA

4 NA 0 1 1 NA NA

5 NA 0 1 1 NA NA

6 0 0 1 1 NA NA

> summary(haar.RAM.fork[[1]])

L.1 L.2 m4 m5

Min. :-0.18305 Min. :-0.080705 Min. :0.9303 Min. :-4.0270

1st Qu.:-0.10712 1st Qu.:-0.004725 1st Qu.:2.0171 1st Qu.: 0.0738

Median :-0.06615 Median : 0.017535 Median :2.1786 Median : 0.1857

Mean :-0.03548 Mean : 0.007684 Mean :3.4504 Mean : 1.6016

3rd Qu.: 0.05851 3rd Qu.: 0.017535 3rd Qu.:5.9396 3rd Qu.: 2.9014

Max. : 0.17439 Max. : 0.056750 Max. :5.9396 Max. : 9.0388

NA's :5 NA's :15 NA's :41

L3 m6

Min. :-12.960 Min. :-0.20148

1st Qu.: 3.919 1st Qu.:-0.09948

Median : 3.995 Median :-0.04680

Mean : 1.981 Mean :-0.03510

3rd Qu.: 4.008 3rd Qu.: 0.06151

Max. : 6.055 Max. : 0.17410

NA's :9 NA's :203

4.3 Plotting the results

Plotting produces PNG files for easier sharing over the Internet. The plotting function takes
as main arguments the names of the result from pSegment and the input objects to pSegment

(we will later see, for instance in section 5.5, how to use results stored as ff objects). Setting
argument typeParall to fork is not needed (it is the default), but we set it here explicitly
for clarity.
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> pChromPlot(haar.RAM.fork,

+ cghRDataName = cgh.dat,

+ chromRDataName = chrom.dat,

+ posRDataName = pos.dat,

+ probenamesRDataName = probenames.dat,

+ imgheight = 350,

+ typeParall = "fork")

5 Example 2: ff objects and cluster

This procedure should work even with relatively small amounts of RAM, and it will also work
under Windows. However, using a cluster involves additional steps. For both interactive and
non-interactive sessions we will often execute the following in sequence:

1. Check the original data and convert to appropriate objects (e.g., to ff objects).

2. Initialize the computing cluster.

3. Carry out segmentation and calling

4. Plot the results

Compared to section 4 we introduce here the following new major topics:

• Using ff objects.

• Setting up a cluster.

5.1 Choosing a working directory

As we will use ff objects, we will read and write quite a few files to the hard drive. The
easiest way to organize your work is to create a separate directory for each project. At the
end of this example, we will remove this directory. All plot files and ff data will be stored in
this new directory.

(Just in case, we check for the existence of the directory first. We also store the current
working directory to return to it at the very end.)

> originalDir <- getwd()

> if(!file.exists("ADaCGH2_vignette_tmp_dir"))

+ dir.create("ADaCGH2_vignette_tmp_dir")

> setwd("ADaCGH2_vignette_tmp_dir")

It is very important to remember that the names of the ff objects that are exposed
to the user are always the same (i.e., chromData.RData, posData.RData, cghData.RData,
probeNames.RData). Therefore, successive invocations of inputToADaCGH, if they produce
ff output (i.e., ff.or.RAM = "ff") will overwrite this objects (and make them point to
different binary ff files on disk). In this vignette, we keep reusing inputToADaCGH, but note
that in all the cases we produce as output ff files (sections 5.2, 5.2.1, 5.2.2, 5.2.4, 6.2, 6.2.1,
6.2.2, 6.2.4), the data used as input are the same, so there is no problem here (although
we will leave binary ff objects on disk without a corresponding ff RData object on the R
session). In particular, note that when we show the usage of Limma and snapCGH objects
as input (section 7.1), we are using RAM objects (not ff objects) as output, so there is no
confusion.
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5.2 Reading data and storing as ff objects

Converting the original data to ff objects can be done either before or after initializing the
cluster (section 5.3), as it does not use the computing cluster. The purpose of this step is to
write the ff files to disk, so they are available for the segmentation and ploting functions.

5.2.1 Data available as a data frame in an RData file

To allow the conversion to be carried out using data from previous sessions, the conversion
takes as input the name of an RData that contains plain, “regular” R objects (which, if
loaded, would be RAM objects).

> fnameRdata <- list.files(path = system.file("data", package = "ADaCGH2"),

+ full.names = TRUE, pattern = "inputEx.RData")

> inputToADaCGH(ff.or.RAM = "ff",

+ RDatafilename = fnameRdata)

... done reading; starting checks

... checking identical MidPos

... checking need to reorder inputData, data.frame version

... done with checks; starting writing

... done writing/saving probeNames

... done writing/saving chromData

... done writing/saving posData

... done writing/saving cghData

Calling gc at end

used (Mb) gc trigger (Mb) max used (Mb)

Ncells 1583314 84.6 2403845 128.4 1835812 98.1

Vcells 1592155 12.2 2685683 20.5 2033237 15.6

Files saved in current directory

/tmp/Rtmp56gWl2/Rbuild2bd3783ca834/ADaCGH2/vignettes/ADaCGH2_vignette_tmp_dir

with names :

chromData.RData, posData.RData, cghData.RData, probeNames.RData.

The first command is used in this example to find the complete path of the example data
set. The actual call to the function is the second expression. Note that we used a path to
an RData file, and do not just use a RAM object. If you are very short of RAM, you might
want to do the conversion in a separate R process that exists once the conversion is done
and returns all of the RAM it used to the operating system. This we cover next in section
5.2.2. An alternative approach to try to minimize RAM is available if our data are in a text
file, as discussed in section 4.1.3.
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5.2.2 Converting from RData to ff objects in a separate process

With large data sets, converting from RData to ff can be the single step that consumes the
most RAM, since we need to load the original data into R. Even if, after the conversion to
ff, we remove the original data and call gc(), R might not return all of the memory to the
operating system, and this might be inconvenient in multiuser environments and/or long
running processes.

We can try dealing with the above problems by executing the conversion to ff in a
separate R process that is spawned exclusively just for the conversion. For instance, we
could use the mcparallel function (from package parallel) and do:

> mcparallel(inputToADaCGH(ff.or.RAM = "ff",

+ RDatafilename = fnameRData),

+ silent = FALSE)

> tableChromArray <- mccollect()

> if(inherits(tableChromArray, "try-error")) {

+ stop("ERROR in input data conversion")

+ }

That way, the ff are produced and stored locally in the hard drive, but the R process
where the original data was loaded (and the conversion to ff carried out) dies immediately
after the conversion, freeing back the memory to the operating system.

5.2.3 Data available as an R data frame

Instead of accessing the RData file, we can directly use the data frame, as we did in section
4.1.2.

> data(inputEx) ## make inputEx available as a data frame with that name

> inputToADaCGH(ff.or.RAM = "ff",

+ dataframe = inputEx)

... done reading; starting checks

... checking identical MidPos

... checking need to reorder inputData, data.frame version

... done with checks; starting writing

... done writing/saving probeNames

... done writing/saving chromData

... done writing/saving posData

... done writing/saving cghData

Calling gc at end

used (Mb) gc trigger (Mb) max used (Mb)

Ncells 1583305 84.6 2403845 128.4 1835812 98.1
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Vcells 1592150 12.2 2685683 20.5 2033237 15.6

Files saved in current directory

/tmp/Rtmp56gWl2/Rbuild2bd3783ca834/ADaCGH2/vignettes/ADaCGH2_vignette_tmp_dir

with names :

chromData.RData, posData.RData, cghData.RData, probeNames.RData.

5.2.4 Using input data from a text file

As in 4.1.3, we can read from a text file. In this case, however, the output will be a set of ff
objects.

> fnametxt <- list.files(path = system.file("data", package = "ADaCGH2"),

+ full.names = TRUE, pattern = "inputEx.txt")

> inputToADaCGH(ff.or.RAM = "ff",

+ textfilename = fnametxt)

... textfile reading: reading the ID column

... textfile reading: reading the chrom column

... textfile reading: (parallel) reading of remaining columns

... done reading; starting checks

... checking identical MidPos

... checking need to reorder inputData, ff version

... done with checks; starting writing

... done writing/saving probeNames

... done writing/saving chromData

... done writing/saving posData

... done writing/saving cghData

Calling gc at end

used (Mb) gc trigger (Mb) max used (Mb)

Ncells 1583454 84.6 2403845 128.4 1835812 98.1

Vcells 1592202 12.2 2685683 20.5 2033237 15.6

Files saved in current directory

/tmp/Rtmp56gWl2/Rbuild2bd3783ca834/ADaCGH2/vignettes/ADaCGH2_vignette_tmp_dir

with names :

chromData.RData, posData.RData, cghData.RData, probeNames.RData.

5.2.5 Using data from Limma or snapCGH

You can also use data from snapCGH and Limma. See section 7.1.
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5.2.6 Reading data from a directory

See section 6.2.6 for further details. This option is the best option with very large data sets.
The initial data reading will use forking and, once we have saved the objects as ff objects,
we can apply all the subsequent analysis steps discussed in the rest of this section.

5.2.7 Moving a set of ff objects

This is not specific to ADaCGH2, but since this issue can come up frequently, we explain it
here. The paths of the ff files are stored in the object. How can we move this R object with
all the ff files? First, we save the R object and all the ff files:

ffsave(cghData, file = "savedcghData", rootpath = "./")

We then take the resulting RData object (possible a very large object), and load it in
the new location, rerooting the path:

ffload(file = "pathtofile/savedcghData", rootpath = getwd())

5.3 Initializing the computing cluster

Cluster initialization uses the functions provided in parallel. In the example we will use
a sockect cluster, since this is likely to run under a variety of operating systems and should
not need any additional software. Note, however, that MPI can also be used (in fact, that
is what we use in our servers). In this example we will use as many nodes as cores can be
detected.

> number.of.nodes <- detectCores()

> cl2 <- parallel::makeCluster(number.of.nodes, "PSOCK")

> parallel::clusterSetRNGStream(cl2)

> parallel::setDefaultCluster(cl2)

> parallel::clusterEvalQ(NULL, library("ADaCGH2"))

[[1]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "stats"

[7] "graphics" "grDevices" "utils" "datasets" "methods" "base"

[[2]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "stats"

[7] "graphics" "grDevices" "utils" "datasets" "methods" "base"

[[3]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "stats"

[7] "graphics" "grDevices" "utils" "datasets" "methods" "base"

[[4]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "stats"

[7] "graphics" "grDevices" "utils" "datasets" "methods" "base"

[[5]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "stats"

[7] "graphics" "grDevices" "utils" "datasets" "methods" "base"

[[6]]
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[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "stats"

[7] "graphics" "grDevices" "utils" "datasets" "methods" "base"

[[7]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "stats"

[7] "graphics" "grDevices" "utils" "datasets" "methods" "base"

[[8]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "stats"

[7] "graphics" "grDevices" "utils" "datasets" "methods" "base"

[[9]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "stats"

[7] "graphics" "grDevices" "utils" "datasets" "methods" "base"

[[10]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "stats"

[7] "graphics" "grDevices" "utils" "datasets" "methods" "base"

[[11]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "stats"

[7] "graphics" "grDevices" "utils" "datasets" "methods" "base"

[[12]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "stats"

[7] "graphics" "grDevices" "utils" "datasets" "methods" "base"

> wdir <- getwd()

> parallel::clusterExport(NULL, "wdir")

> parallel::clusterEvalQ(NULL, setwd(wdir))

[[1]]

[1] "/tmp/Rtmp56gWl2/Rbuild2bd3783ca834/ADaCGH2/vignettes/ADaCGH2_vignette_tmp_dir"

[[2]]

[1] "/tmp/Rtmp56gWl2/Rbuild2bd3783ca834/ADaCGH2/vignettes/ADaCGH2_vignette_tmp_dir"

[[3]]

[1] "/tmp/Rtmp56gWl2/Rbuild2bd3783ca834/ADaCGH2/vignettes/ADaCGH2_vignette_tmp_dir"

[[4]]

[1] "/tmp/Rtmp56gWl2/Rbuild2bd3783ca834/ADaCGH2/vignettes/ADaCGH2_vignette_tmp_dir"

[[5]]

[1] "/tmp/Rtmp56gWl2/Rbuild2bd3783ca834/ADaCGH2/vignettes/ADaCGH2_vignette_tmp_dir"

[[6]]

[1] "/tmp/Rtmp56gWl2/Rbuild2bd3783ca834/ADaCGH2/vignettes/ADaCGH2_vignette_tmp_dir"

[[7]]

[1] "/tmp/Rtmp56gWl2/Rbuild2bd3783ca834/ADaCGH2/vignettes/ADaCGH2_vignette_tmp_dir"
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[[8]]

[1] "/tmp/Rtmp56gWl2/Rbuild2bd3783ca834/ADaCGH2/vignettes/ADaCGH2_vignette_tmp_dir"

[[9]]

[1] "/tmp/Rtmp56gWl2/Rbuild2bd3783ca834/ADaCGH2/vignettes/ADaCGH2_vignette_tmp_dir"

[[10]]

[1] "/tmp/Rtmp56gWl2/Rbuild2bd3783ca834/ADaCGH2/vignettes/ADaCGH2_vignette_tmp_dir"

[[11]]

[1] "/tmp/Rtmp56gWl2/Rbuild2bd3783ca834/ADaCGH2/vignettes/ADaCGH2_vignette_tmp_dir"

[[12]]

[1] "/tmp/Rtmp56gWl2/Rbuild2bd3783ca834/ADaCGH2/vignettes/ADaCGH2_vignette_tmp_dir"

The first two calls create a cluster and initialize the random number generator3. The
third expression sets the cluster just created as the default cluster. This is important: to
simplify function calls, we do not pass the cluster name around, but rather expect a default
cluster to be set up. The fourth line makes the ADaCGH2 package available in all the
nodes of the cluster (notice we did not need to do this with forking, as the child processes
shared memory with the parent).

The last three lines make sure the slave processes use the same directory as the master.
Because we created the cluster after changing directories (section 5.1) this step is not really
needed here. But we make it explicit so as to verify it works, and as a reminder that you
will need to do this if you change directories AFTER creating the cluster. If you run on a
multinode cluster, you must ensure that the same directory exists in all machines. (In this
case, we are running on the localhost).

5.4 Carrying out segmentation and calling

Segmentation and calling are carried out with the pSegment functions. Here we show just
one such example. Many more are available in the second vignette.

> help(pSegment)

> haar.ff.cluster <- pSegmentHaarSeg("cghData.RData",

+ "chromData.RData",

+ merging = "MAD",

+ typeParall = "cluster")

We can take a quick look at the output. We first open the ff objects (the output is a
list of ff objects) and then call summary on the list that contains the results of the wavelet
smoothing:

> lapply(haar.ff.cluster, open)

$outSmoothed

[1] TRUE

$outState

[1] TRUE

3We use the version from package parallel, instead of the one from BiocGenerics, as the last one is still
experimental.
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> summary(haar.ff.cluster[[1]][,])

L.1 L.2 m4 m5

Min. :-0.18305 Min. :-0.080705 Min. :0.9303 Min. :-4.0270

1st Qu.:-0.10712 1st Qu.:-0.004725 1st Qu.:2.0171 1st Qu.: 0.0738

Median :-0.06615 Median : 0.017535 Median :2.1786 Median : 0.1857

Mean :-0.03548 Mean : 0.007684 Mean :3.4504 Mean : 1.6016

3rd Qu.: 0.05851 3rd Qu.: 0.017535 3rd Qu.:5.9396 3rd Qu.: 2.9014

Max. : 0.17439 Max. : 0.056750 Max. :5.9396 Max. : 9.0388

NA's :5 NA's :15 NA's :41

L3 m6

Min. :-12.960 Min. :-0.20148

1st Qu.: 3.919 1st Qu.:-0.09948

Median : 3.995 Median :-0.04680

Mean : 1.981 Mean :-0.03510

3rd Qu.: 4.008 3rd Qu.: 0.06151

Max. : 6.055 Max. : 0.17410

NA's :9 NA's :203

5.5 Plotting the results

The call here is the same as in section 4.3, except that we change the values for the arguments.
As we are using ff objects, we also need to first write to disk the (ff ) object with the results.

> save(haar.ff.cluster, file = "hs_mad.out.RData", compress = FALSE)

> pChromPlot(outRDataName = "hs_mad.out.RData",

+ cghRDataName = "cghData.RData",

+ chromRDataName = "chromData.RData",

+ posRDataName = "posData.RData",

+ probenamesRDataName = "probeNames.RData",

+ imgheight = 350,

+ typeParall = "cluster")

Finally, we stop the workers and close the cluster

> parallel::stopCluster(cl2)

6 Example 3: ff objects and forking

This example uses ff objects, as in section 5, but it will not use a cluster but forking, as in
section 4. Therefore, we will not need to create a cluster, but we will need to read data and
convert it to ff objects.

Here we introduce no new major topics. Working with ff objects was covered in section
5.2 and forking was covered in section 4.2. We simply combine these work-flows.

6.1 Choosing a working directory

As we will use ff objects, it will be convenient, as we did in section 5.1, to create a separate
directory for each project, to store all plot files and ff data. Since we already did that above
(section 5.1) we do not repeat it here. However, for real work, you might want to keep
different analyses associated to different working directories.
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6.2 Reading data and storing as ff objects

We have here the same options as in section 5.2. We repeat them briefly. A key difference
with respect to section 5.2 is that we are not creating a cluster, so there will be no need to
export the current working directory to slave processes explictly (in contrast to 5.3).

6.2.1 Data available as a data frame in an RData file

> fnameRdata <- list.files(path = system.file("data", package = "ADaCGH2"),

+ full.names = TRUE, pattern = "inputEx.RData")

> inputToADaCGH(ff.or.RAM = "ff",

+ RDatafilename = fnameRdata)

... done reading; starting checks

... checking identical MidPos

... checking need to reorder inputData, data.frame version

... done with checks; starting writing

... done writing/saving probeNames

... done writing/saving chromData

... done writing/saving posData

... done writing/saving cghData

Calling gc at end

used (Mb) gc trigger (Mb) max used (Mb)

Ncells 1587495 84.8 2403845 128.4 1913273 102.2

Vcells 1598863 12.2 2685683 20.5 2033237 15.6

Files saved in current directory

/tmp/Rtmp56gWl2/Rbuild2bd3783ca834/ADaCGH2/vignettes/ADaCGH2_vignette_tmp_dir

with names :

chromData.RData, posData.RData, cghData.RData, probeNames.RData.

>

6.2.2 Converting from RData to ff objects in a separate process

Even if we are using forking, we might still want to carry the conversion to ff objects in a
separate process, as we did in section 5.2.2, since the conversion to ff objects might be the
step that consumes most RAM in the whole process and we might want to make sure we
return that memory to the operating system as soon as possible.

> mcparallel(inputToADaCGH(ff.or.RAM = "ff",

+ RDatafilename = fnameRdata),

+ silent = FALSE)

> tableChromArray <- collect()

19



> if(inherits(tableChromArray, "try-error")) {

+ stop("ERROR in input data conversion")

+ }

6.2.3 Data available as an R data frame

Instead of accessing the RData file, we can directly use the data frame, as we did in section
5.2.3.

6.2.4 Using input data from a text file

> fnametxt <- list.files(path = system.file("data", package = "ADaCGH2"),

+ full.names = TRUE, pattern = "inputEx.txt")

> inputToADaCGH(ff.or.RAM = "ff",

+ textfilename = fnametxt)

... textfile reading: reading the ID column

... textfile reading: reading the chrom column

... textfile reading: (parallel) reading of remaining columns

... done reading; starting checks

... checking identical MidPos

... checking need to reorder inputData, ff version

... done with checks; starting writing

... done writing/saving probeNames

... done writing/saving chromData

... done writing/saving posData

... done writing/saving cghData

Calling gc at end

used (Mb) gc trigger (Mb) max used (Mb)

Ncells 1587632 84.8 2403845 128.4 1913273 102.2

Vcells 1598781 12.2 2685683 20.5 2033237 15.6

Files saved in current directory

/tmp/Rtmp56gWl2/Rbuild2bd3783ca834/ADaCGH2/vignettes/ADaCGH2_vignette_tmp_dir

with names :

chromData.RData, posData.RData, cghData.RData, probeNames.RData.

6.2.5 Using data from Limma or snapCGH

You can also use data from snapCGH and Limma. See section 7.1.
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6.2.6 Reading data from a directory

This is probably the best option for very large input data. We will read all the files in a
given directory (except for those you might explicitly specify not to). Even if your original
file follows the format of the data file in 6.2.4, you might want to convert it to the format
used here (where each column is a file) as the time it takes to convert the file will be more
than compensated by the speed ups of reading, in R, each file on its own. With very large
files, it is much faster to read the data this way (we avoid having to loop many times over
the file to read each column). Reading the data is parallelized, which allows us to speed up
the reading process significantly (the parallelization uses forking, and thus you will see no
speed gains in Windows). Finally, to maximize speed and minimize memory consumption,
we use ff objects for intermediate storage.

6.2.7 Cutting the original file into one-column files

We provide a simple function, cutFile, to do this job. Here we create a directory where
we will place the one-column files (we first check that the directory does not exist4). Note
that this will probably NOT work under Windows5 , and thus we skip using cutFile under
Windows, and use a directory where we have stored the files split by column.

> if( (.Platform$OS.type == "unix") && (Sys.info()['sysname'] != "Darwin") ) {

+ fnametxt <- list.files(path = system.file("data", package = "ADaCGH2"),

+ full.names = TRUE, pattern = "inputEx.txt")

+ if(file.exists("cuttedFile")) {

+ stop("The cuttedFile directory already exists. ",

+ "Did you run this vignette from this directory before? ",

+ "You will not want to do that, unless you modify the arguments ",

+ "to inputToADaCGH below")

+ } else dir.create("cuttedFile")

+ setwd("cuttedFile")

+ cutFile(fnametxt, 1, 2, 3, sep = "\t")

+ cuttedFile.dir <- getwd()

+ setwd("../")

+ } else {

+ cuttedFile.dir <- system.file("example-datadir",

+ package = "ADaCGH2")

+ }

We create a new directory and carry out the file cutting there since the upper level
directory is already populated with other files we have been creating. If we cut the file in
the upper directory, we would later need to specify a lengthy list of files to exclude in the
arguments to inputToADaCGH. To avoid that, we create a directory, and leave the files in the
newly created directory. After cutting, we return to the former level directory, to keep that
directory with only the files for input.

It is important to realize that the previous paragraph, which might seem a mess, does
not reflect the way you would usually work, which would actually be much simpler, and
something like the following:

1. Create a directory for your new project (lets call this directory d1).

4If it exists and contains files, inputToADaCGH will probably fail, as it is set to read all the files in the
directory.

5Under Macs it might or might not work; in all of the Macs we have tried it, it works, but not on the
testing machine at BioC.
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2. Copy the text file with your big txt file with data to d1; lets call this file afile.txt.

3. In R, move to d1 (for example, setwd(" /d1")).

4. Use cutFile: cutFile("afile.txt", 1, 2, 3).

5. Call inputToADaCGH: inputToADaCGH(ff.or.RAM = "ff", path = getwd(), excludefile

= "afile.txt")

(In this vignette the work flow was not as easy because we are running lots of different
examples, with several different work flows.)

cutFile will run several jobs in parallel to speed up the cutting process, launching by
default as many jobs as cores it can detect, and will produce files with the required naming
conventions of inputToADaCGH. Note that cutFile is unlikely to work under Windows.

If you do not want to use cutFile you can use utilities provided by your operating
system. The following is a very simple example of using cut under bash (which is not unlike
what we do internally in cutFile) to produce one-column files from a file called Data.txt,
with 77 arrays/subjects, where cutting the data part is parallelized over four processors:

cut -f1 Data.txt > ID.txt

cut -f2 Data.txt > Chrom.txt

cut -f3 Data.txt > Pos.txt

for i in {4..20}; do cut -f$i Data.txt > col_$i.txt; done &

for i in {21..40}; do cut -f$i Data.txt > col_$i.txt; done &

for i in {41..60}; do cut -f$i Data.txt > col_$i.txt; done &

for i in {61..80}; do cut -f$i Data.txt > col_$i.txt; done &

After you have cut the file, each file contains one column of data. Three of the files must
be named "ID.txt", "Chrom.txt", and "Pos.txt". The rest of the files contain the data
for each one of the arrays or subjects. The name of the rest of the files is irrelevant.

When using inputDataToADaCGH with a directory, the output can be either ff objects or
RAM objects. However, the latter will rarely make sense (it will be slower and we can run
into memory contraints); see the discussion in file “benchmarks.pdf”.

> inputToADaCGH(ff.or.RAM = "ff",

+ path = cuttedFile.dir,

+ verbose = TRUE)

Note: Directory reading: we will be reading 6

files, not including ID, Chrom, and Pos.

If this is not the correct number of files,

stop this process, verify why (did cutFiles

work correctly? are you using a directory with

other files?, etc), and run again.

These are the files we will try to read:

col_4.txt

col_5.txt

col_6.txt

col_7.txt

col_8.txt

col_9.txt
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... directory reading: reading the ID file

... directory reading: reading the chromosome file

... directory reading: reading the Positions file

... directory reading: parallel reading of column names

... directory reading: parallel reading of data columns

... done reading; starting checks

... checking identical MidPos

... checking need to reorder inputData, ff version

... done with checks; starting writing

... done writing/saving probeNames

... done writing/saving chromData

... done writing/saving posData

... done writing/saving cghData

Calling gc at end

used (Mb) gc trigger (Mb) max used (Mb)

Ncells 1588298 84.9 2403845 128.4 1913273 102.2

Vcells 1599527 12.3 2685683 20.5 2033237 15.6

Files saved in current directory

/tmp/Rtmp56gWl2/Rbuild2bd3783ca834/ADaCGH2/vignettes/ADaCGH2_vignette_tmp_dir

with names :

chromData.RData, posData.RData, cghData.RData, probeNames.RData.

We have used the previously cut files in this example. You can also check the files that
live under the “example-datadir” directory and you will see six files with names starting with
“col”, which are the data files, and the files "ID.txt", "Chrom.txt", and "Pos.txt". (That
is the directory we would use as input had we used Windows.)

Note that, to provide additional information on what we are doing we are calling the
function with the (non-default) verbose = TRUE, which will list all the files we will be read-
ing.

Beware of possible different orderings of files. When reading from a directory,
and since each column is a file, the order of the columns (and, thus, subjects or arrays) in
the data files that will be created can vary. In particular, the command list.files (which
we use to list of the files) can produce different output (different order of files) between
operating systems and versions of R. What this means is that, say, column three does not
necessarily refer to the same subject or array. Always use the column names to identify
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unambiguously the data and the results.

What about performing this step in a separate process? In sections 5.2.2 and 6.2.2
we performed the data preparation in a separate process, to free up RAM to the OS right
after the conversion. You can do that too here if you want, but we have not found that
necessary, since the memory consumption when reading column by column is often small.
See examples with large data sets in section ??.

6.3 Carrying out segmentation and calling

The call is similar to the one in 5.4, except for the argument typeParall.

> haar.ff.fork <- pSegmentHaarSeg("cghData.RData",

+ "chromData.RData",

+ merging = "MAD",

+ typeParall = "fork")

6.4 Plotting the results

The call here is the same as in section 5.5, except for argument typeParall.

> save(haar.ff.fork, file = "haar.ff.fork.RData", compress = FALSE)

> pChromPlot(outRDataName = "haar.ff.fork.RData",

+ cghRDataName = "cghData.RData",

+ chromRDataName = "chromData.RData",

+ posRDataName = "posData.RData",

+ probenamesRDataName = "probeNames.RData",

+ imgheight = 350,

+ typeParall = "fork")

7 Input and output to/from other packages

7.1 Input data from Limma and snapCGH

Many aCGH studies use pre-processing steps similar to those of gene expression data.
The MAList object, from Limma and SegList object, from snapCGH, are commonly used
to store aCGH information. The following examples illustrate the usage of the function
inputToADaCGH to convert MAList and SegList data into a format suitable for ADaCGH2.

We will start with objects produced by snapCGH. The following code is copied from the
snapCGH vignette (pp. 2 and 3). Please check the original vignette for details. In sum-
mary, a set of array files are read, the data are normalized and, finally, averaged over clones.
snapCGH uses limma for the initial import of data and, next, with the read.clonesinfo

function adds additional information such as chromosome and position. The MA object cre-
ated is of class MAList, but with added information (compared to a basic, original, limma
MAList object). MA2 is of type SegList.

> require("limma")

> require("snapCGH")

> datadir <- system.file("testdata", package = "snapCGH")

> targets <- readTargets("targets.txt", path = datadir)

> RG1 <- read.maimages(targets$FileName, path = datadir, source = "genepix")

Read /home/ramon/Sources/R-3.1.0-64562/library/snapCGH/testdata/10Mbslide28.gpr

Read /home/ramon/Sources/R-3.1.0-64562/library/snapCGH/testdata/10Mbslide29.gpr
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> ## This is snapCGH-specific

> RG1 <- read.clonesinfo("cloneinfo.txt", RG1, path = datadir)

> RG1$printer <- getLayout(RG1$genes)

> types <- readSpotTypes("SpotTypes.txt", path = datadir)

> RG1$genes$Status <- controlStatus(types, RG1)

Matching patterns for: ID Name Chr

Found 21 CTD-

Found 9 CTA-

Found 405 Chrom8

Found 66 Chrom3

Found 75 Chrom1

Setting attributes: values Color

> RG1$design <- c(-1, -1)

> RG2 <- backgroundCorrect(RG1, method = "minimum") ## class RGList

> MA <- normalizeWithinArrays(RG2, method = "median") ## class MAList

> class(MA)

[1] "MAList"

attr(,"package")

[1] "limma"

> ## now obtain an object of class SegList

> MA2 <- processCGH(MA, method.of.averaging = mean, ID = "ID")

Averaging duplicated clones

Processing chromosome 1

Processing chromosome 2

Processing chromosome 3

Processing chromosome 4

Processing chromosome 5

Processing chromosome 6

Processing chromosome 7

Processing chromosome 8

Processing chromosome 9

Processing chromosome 10

Processing chromosome 11

Processing chromosome 12

Processing chromosome 13

Processing chromosome 14

Processing chromosome 15

Processing chromosome 16

Processing chromosome 17

Processing chromosome 18

Processing chromosome 19

Processing chromosome 20

Processing chromosome 21

Processing chromosome 22

> class(MA2)

[1] "SegList"

attr(,"package")

[1] "snapCGH"
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All the information (intensity ratios and location) is available in the MA and MA2 objects.
We can directly convert them to ADaCGH2 objects (we set na.omit = TRUE as the data
contain missing values). The first call process the MAList and the second the SegList.

In this section, we use the argument robjnames, to produce as output a set of RAM
objects with a different set of names from the default. (Note that we could also have produced
ff files as output, using the option ff.or.RAM = "ff").

> tmp <- inputToADaCGH(MAList = MA,

+ robjnames = c("cgh-ma.dat", "chrom-ma.dat",

+ "pos-ma.dat", "probenames-ma.dat"))

... missing values in Position or Chromosome; removing those rows

... done reading; starting checks

... checking identical MidPos

We have identical MidPos!!!

... checking need to reorder inputData, data.frame version

... reordering inputData, data.frame version

... done with checks; starting writing

... done writing/saving probeNames

... done writing/saving chromData

... done writing/saving posData

... done writing/saving cghData

Calling gc at end

used (Mb) gc trigger (Mb) max used (Mb)

Ncells 1605597 85.8 2403845 128.4 1950200 104.2

Vcells 1685488 12.9 2685683 20.5 2685602 20.5

Saved objects with names

cgh-ma.dat chrom-ma.dat pos-ma.dat probenames-ma.dat

for CGH data, chromosomal data, position data, and probe names,

respectively, in environment

R_GlobalEnv .

> tmp <- inputToADaCGH(MAList = MA2,

+ robjnames = c("cgh-ma.dat", "chrom-ma.dat",

+ "pos-ma.dat", "probenames-ma.dat"),

+ minNumPerChrom = 4)

... done reading; starting checks
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... checking identical MidPos

... checking need to reorder inputData, data.frame version

... done with checks; starting writing

... done writing/saving probeNames

... done writing/saving chromData

... done writing/saving posData

... done writing/saving cghData

Calling gc at end

used (Mb) gc trigger (Mb) max used (Mb)

Ncells 1606044 85.8 2403845 128.4 1950200 104.2

Vcells 1681366 12.9 2685683 20.5 2685602 20.5

Saved objects with names

cgh-ma.dat chrom-ma.dat pos-ma.dat probenames-ma.dat

for CGH data, chromosomal data, position data, and probe names,

respectively, in environment

R_GlobalEnv .

We need to change the argument to minNumPerChrom because, after the data processing
step in processCGH, chromosome 21 has only four observations.

The original MAList as produced directly from limma do not have chromosome and
position information. That is what the read.clonesinfo function from snapCGH did. To
allow using objects directly from limma and incorporating position information, we will use
an approach to directly mimicks that in snapCGH. If you use and MAList you can also
provide a cloneinfo argument; this can be either the full path to a file with the format
required by read.clonesinfo or, else, the name of an object with (at least) three columns,
names ID, Chr, and Position.

We copy from the limma vignette (section 3.2, p.8), changing the names of objets by
appending “.limma”.

> targets.limma <- readTargets("targets.txt", path = datadir)

> RG.limma <- read.maimages(targets.limma, path = datadir,

+ source="genepix")

Read /home/ramon/Sources/R-3.1.0-64562/library/snapCGH/testdata/10Mbslide28.gpr

Read /home/ramon/Sources/R-3.1.0-64562/library/snapCGH/testdata/10Mbslide29.gpr

> RG.limma <- backgroundCorrect(RG.limma, method="normexp",

+ offset=50)

Array 1 corrected

Array 2 corrected

Array 1 corrected

Array 2 corrected
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> MA.limma <- normalizeWithinArrays(RG.limma)

We can add the chromosomal and position information in two different ways. First, as
in read.clonesinfo or, else, we can provide the name of a file (with the same format as
required by read.clonesinfo). Note that fclone is a path (and, thus, a character vector).

> fclone <- list.files(path = system.file("testdata", package = "snapCGH"),

+ full.names = TRUE, pattern = "cloneinfo.txt")

> fclone

[1] "/home/ramon/Sources/R-3.1.0-64562/library/snapCGH/testdata/cloneinfo.txt"

> tmp <- inputToADaCGH(MAList = MA.limma,

+ cloneinfo = fclone,

+ robjnames = c("cgh-ma.dat", "chrom-ma.dat",

+ "pos-ma.dat", "probenames-ma.dat"))

Assuming cloneinfo is a file (possibly with full path)

... missing values in Position or Chromosome; removing those rows

... done reading; starting checks

... checking identical MidPos

We have identical MidPos!!!

... checking need to reorder inputData, data.frame version

... reordering inputData, data.frame version

... done with checks; starting writing

... done writing/saving probeNames

... done writing/saving chromData

... done writing/saving posData

... done writing/saving cghData

Calling gc at end

used (Mb) gc trigger (Mb) max used (Mb)

Ncells 1607132 85.9 2403845 128.4 1950200 104.2

Vcells 1723214 13.2 2899967 22.2 2685602 20.5

Saved objects with names

cgh-ma.dat chrom-ma.dat pos-ma.dat probenames-ma.dat

for CGH data, chromosomal data, position data, and probe names,

respectively, in environment

R_GlobalEnv .
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Alternatively, we can provide the name of an object with the additional information. For
illustrative purposes, we can use here the columns of the MA object.

> acloneinfo <- MA$genes

> tmp <- inputToADaCGH(MAList = MA.limma,

+ cloneinfo = acloneinfo,

+ robjnames = c("cgh-ma.dat", "chrom-ma.dat",

+ "pos-ma.dat", "probenames-ma.dat"))

Assuming cloneinfo is an R data frame

... missing values in Position or Chromosome; removing those rows

... done reading; starting checks

... checking identical MidPos

We have identical MidPos!!!

... checking need to reorder inputData, data.frame version

... reordering inputData, data.frame version

... done with checks; starting writing

... done writing/saving probeNames

... done writing/saving chromData

... done writing/saving posData

... done writing/saving cghData

Calling gc at end

used (Mb) gc trigger (Mb) max used (Mb)

Ncells 1607088 85.9 2403845 128.4 1950200 104.2

Vcells 1712518 13.1 2899967 22.2 2685602 20.5

Saved objects with names

cgh-ma.dat chrom-ma.dat pos-ma.dat probenames-ma.dat

for CGH data, chromosomal data, position data, and probe names,

respectively, in environment

R_GlobalEnv .

7.2 Using CGHregions

The CGHregions package Vosse and van de Wiel (2009) is a BioConductor package that
implements a well known method van de Wiel and van Wieringen (2007) for dimension
reduction for aCGH data (see a review of common regions issues and methods in Rueda and
Diaz-Uriarte (2010)).

The CGHregions function accepts different type of input, among others a data frame.
The function outputToCGHregions produces that data frame, ready to be used as input to
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CGHregions (for the next example, you will need to have the CGHregions package installed).
Note: it is up to you to deal with missing values!!! In the example below, we do a

simple na.omit, but note that we are now working with data frames. Extending the usage
of this, and other methods, to much larger data sets, using ff, and properly dealing with
missing values, is beyond the scope of this package.

> forcghr <- outputToCGHregions(haar.ff.cluster)

> if(require(CGHregions)) {

+ regions1 <- CGHregions(na.omit(forcghr))

+ regions1

+ }

[1] 1 0 7

[1] 2.00000000 0.08539095 6.00000000

[1] "Tuning on small data set finished...started with entire data set"

[1] 1 0 7 0

[1] 2.00000000 0.08333333 6.00000000

[1] "c = 1, nr of regions: 7"

[1] "Finished with entire data set."

cghRegions (storageMode: lockedEnvironment)

assayData: 7 features, 6 samples

element names: regions

protocolData: none

phenoData: none

featureData

featureNames: 1 2 ... 7 (7 total)

fvarLabels: Chromosome Start ... AveDist (5 total)

fvarMetadata: labelDescription

experimentData: use 'experimentData(object)'
Annotation:

Please note that outputToCGHregions does NOT check if the calls are something that
can be meaningfully passed to CGHregions. In particular, you probably do NOT want to
use this function when pSegment has been called using merging = "none".

> ## We are done with the executable code in the vignette.

> ## Restore the directory

> setwd(originalDir)

8 Why ADaCGH2 instead of a “manual” solution

It is of course possible to parallelize the analysis (and figure creation) without using ADaCGH2.
To deal with very large data, the key idea is to never try to load more data than we strictly
need for an analysis (which is the strategy used by ADaCGH2).

To examine the simplest scenario, let us suppose we are already provided with single-
column files (as, for instance, we obtain after using the helper function cutFile —see section
6.2.7); if we had a single large file, we would need to think of a way of reading only specific
rows of a single column.

Now, we need to think how to parallelize the analysis. We will consider two cases:
parallelizing by subject (or array or column) and parallelizing by subject*chromosome.

Let’s first examine the simplest case: we will parallelize by subject, as is done by
ADaCGH2 with HaarSeg and CBS (these methods are very fast, and further splitting by
chromosome is rarely worth it). These are the required steps:
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1. Each R process needs to have access to the chromosome information; this probably
requires loading a vector with chromosome positions.

2. Each process will carry these steps until all the columns/subjects have been processed:

(a) Read the data for a specific column (or subject).

(b) Analyze (segment) those data.

(c) Save the results to disk.

(d) Remove from the workspace the results and the data (and probably call the
garbage collector).

3. When all analysis are completed, assemble the results somehow to allow easy access to
results.

The steps above need to deal with the following possible problems:

• We need to consider how to deal with missing values, since a simple removal of missing
values case by case will result in a ragged array of results, which would probably not
be acceptable.

• “loading” and “saving” can be time-consuming steps: the direct way in R would be
to use functions such as scan (for reading) and save (for saving), but when done
repeatedly, these are likely to be slower than using ff objects (e.g., using scan will be
slower than acessing data from an ff object).

• Much more serious can be step 3 since we need to assemble a whole object with results.
If the analysis involves many arrays and/or data sets with millions of probes, then we
will not be able to load all of that in memory. (The approach we use in ADaCGH2
with the use of ff objects is to never reload all of the results to assemble the final
object, but only assemble a set of pointers to data structures on disk).

Of course, an alternative is to leave the results as a large collection of files, and never
try to assemble a single object with results. This, however, is likely much more cum-
bersome than having a single results object with all the information available that can
be accessed as need (e.g., for further plotting).

Let us now examine the second scenario, where we parallelize by subject*chromosome.
This is done, for instance, with HMM or BioHMM in ADaCGH2. Why? Because the
methods are sufficiently slow that a finer grained division is likely to pay off in terms of gain
in speed. In this case, additional partition and reassembly of the data are required for the
segmentation and merging steps. These are the main steps:

1. Each R process needs to have access to the chromosome information.

2. Each process will carry these steps until all the columns/subjects have been processed:

(a) Read the data for a specific set of positions (those that correspond to a specific
chromosome) for a given column (or subject).

(b) Analyze (segment) those data.

(c) Save the results to disk.

(d) Remove from the workspace the results and the data.

3. When all segmentation steps are completed, assemble the results by column/subject
for the merging step.
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4. For the merging step, each process will load the data for a complete column/subject
and merge them with the corresponding algorithm:

(a) Read the data for a column/subject.

(b) Perform merging.

(c) Save the results to disk.

(d) Remove from the workspace the results and the data and do garbage collection.

5. When all analysis are completed, assemble the results somehow to allow easy access to
results.

This process is, of course, more convoluted than when parallelizing only by subject. As
above, we need to consider how to deal with missing values, the use of repeated “scan” and
“save”, and the much more serious problem of putting together the complete object with all
of the results.

Finally, if we were interested in analyzing the data with more than one method, we would
need to modify the code above since each method uses different ways of being called (e.g.,
some methods require setting up specific objects before segmentation can be called).

What ADaCGH2 provides is, among other things, a way to eliminate those steps, au-
tomating them for the user, with careful consideration of fast access to data on disk, and
attempts to minimize memory usage in repeated calls to the same process (which we can
do successfully, as can be seen from the benchmarks for large numbers of arrays with more
than 6 million probes —memory usage levels out; see the file “benchmarks.pdf” ). Of course,
ADaCGH2 provides other benefits (e.g., facilities for using as input the data from other
packages —e.g, section 7.1— or providing output for other packages —e.g., section 7.2).
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1 This vignette

We provide here example calls of all segmentation methods, with different options for meth-
ods, as well as different options for type of input object and clustering. This is provided here
as both extended help and as a simple way of checking that all the functions can be run and
yield the same results regardless of type of input and clustering.

2 Creating objects

We must ensure that we can run this vignette as stand alone. Thus, we load the package
and create all necessary objects. This repeats work done in the main vignette.

We first try to move to the “ /tmp” directory, if it exists. If it does not, the code will be
executed in your current directory.

> try(setwd("~/tmp"))

> library(ADaCGH2)

> ## loading in-RAM objects

> data(inputEx)

> summary(inputEx)
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ID chromosome position L.1

Hs.101850: 1 Min. :1.000 Min. : 1180411 Min. :-1.07800

Hs.1019 : 1 1st Qu.:1.000 1st Qu.: 36030889 1st Qu.:-0.22583

Hs.105460: 1 Median :2.000 Median : 70805790 Median :-0.01600

Hs.105656: 1 Mean :2.284 Mean : 92600349 Mean :-0.03548

Hs.105941: 1 3rd Qu.:3.000 3rd Qu.:149843856 3rd Qu.: 0.16000

Hs.106674: 1 Max. :5.000 Max. :243795357 Max. : 0.88300

(Other) :494 NA's :5

L.2 m4 m5 L3

Min. :-0.795000 Min. :-0.1867 Min. :-4.67275 Min. :-13.273

1st Qu.:-0.139000 1st Qu.: 1.9790 1st Qu.:-0.02025 1st Qu.: 3.631

Median :-0.006000 Median : 2.2807 Median : 0.43725 Median : 3.925

Mean : 0.007684 Mean : 3.4504 Mean : 1.60159 Mean : 1.981

3rd Qu.: 0.134000 3rd Qu.: 5.8235 3rd Qu.: 3.04475 3rd Qu.: 4.110

Max. : 1.076000 Max. : 6.6043 Max. : 9.60425 Max. : 6.374

NA's :15 NA's :41 NA's :9

m6

Min. :-0.7655

1st Qu.:-0.2260

Median :-0.0440

Mean :-0.0351

3rd Qu.: 0.1620

Max. : 0.7750

NA's :203

> head(inputEx)

ID chromosome position L.1 L.2 m4

1*1180411*Hs.212680 Hs.212680 1 1180411 NA 0.038 6.22625

1*1188041.5*Hs.129780 Hs.129780 1 1188042 NA 0.028 6.17425

1*1194444*Hs.42806 Hs.42806 1 1194444 NA 0.042 6.17425

1*1332537*Hs.76239 Hs.76239 1 1332537 NA 0.285 5.62425

1*2362211*Hs.40500 Hs.40500 1 2362211 NA 0.058 5.85125

1*2372287*Hs.449936 Hs.449936 1 2372287 0.294 -0.006 5.68525

m5 L3 m6

1*1180411*Hs.212680 3.22625 6.038 NA

1*1188041.5*Hs.129780 3.17425 6.028 NA

1*1194444*Hs.42806 3.17425 6.042 NA

1*1332537*Hs.76239 2.62425 NA NA

1*2362211*Hs.40500 2.85125 NA NA

1*2372287*Hs.449936 2.68525 NA NA

> cgh.dat <- inputEx[, -c(1, 2, 3)]

> chrom.dat <- as.integer(inputEx[, 2])

> pos.dat <- inputEx[, 3]

> ## choosing working dir for cluster

> originalDir <- getwd()

> if(!file.exists("ADaCGH2_vignette_tmp_dir"))

+ dir.create("ADaCGH2_vignette_tmp_dir")

> setwd("ADaCGH2_vignette_tmp_dir")

> ## creating ff objects

> fnameRdata <- list.files(path = system.file("data", package = "ADaCGH2"),

+ full.names = TRUE, pattern = "inputEx.RData")

2



> inputToADaCGH(ff.or.RAM = "ff",

+ RDatafilename = fnameRdata)

... done reading; starting checks

... checking identical MidPos

... checking need to reorder inputData, data.frame version

... done with checks; starting writing

... done writing/saving probeNames

... done writing/saving chromData

... done writing/saving posData

... done writing/saving cghData

Calling gc at end

used (Mb) gc trigger (Mb) max used (Mb)

Ncells 1565102 83.6 2403845 128.4 1835812 98.1

Vcells 1544792 11.8 2481603 19.0 1966371 15.1

Files saved in current directory

/home/ramon/tmp/ADaCGH2_vignette_tmp_dir

with names :

chromData.RData, posData.RData, cghData.RData, probeNames.RData.

> ## setting random number generator for forking

> RNGkind("L'Ecuyer-CMRG")
> ## initializing cluster and setting up random number generator

> number.of.nodes <- detectCores()

> cl2 <- parallel::makeCluster(number.of.nodes,"PSOCK")

> parallel::clusterSetRNGStream(cl2)

> parallel::setDefaultCluster(cl2)

> parallel::clusterEvalQ(NULL, library("ADaCGH2"))

[[1]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[2]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[3]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[4]]
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[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[5]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[6]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[7]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[8]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[9]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[10]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[11]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[12]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[13]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[14]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[15]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[16]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[17]]
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[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[18]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[19]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[20]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[21]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[22]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[23]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[24]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[25]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[26]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[27]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[28]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[29]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[30]]
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[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[31]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[32]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[33]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[34]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[35]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[36]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[37]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[38]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[39]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[40]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[41]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[42]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[43]]
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[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[44]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[45]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[46]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[47]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[48]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[49]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[50]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[51]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[52]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[53]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[54]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[55]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[56]]
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[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[57]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[58]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[59]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[60]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[61]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[62]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[63]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

[[64]]

[1] "ADaCGH2" "ff" "bit" "tools" "parallel" "methods"

[7] "stats" "graphics" "grDevices" "utils" "datasets" "base"

> ## verify we are using the right version of ADaCGH2

> parallel::clusterEvalQ(NULL,

+ library(help = ADaCGH2)$info[[1]][[2]])

[[1]]

[1] "Version: 2.3.10"

[[2]]

[1] "Version: 2.3.10"

[[3]]

[1] "Version: 2.3.10"

[[4]]

[1] "Version: 2.3.10"

[[5]]
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[1] "Version: 2.3.10"

[[6]]

[1] "Version: 2.3.10"

[[7]]

[1] "Version: 2.3.10"

[[8]]

[1] "Version: 2.3.10"

[[9]]

[1] "Version: 2.3.10"

[[10]]

[1] "Version: 2.3.10"

[[11]]

[1] "Version: 2.3.10"

[[12]]

[1] "Version: 2.3.10"

[[13]]

[1] "Version: 2.3.10"

[[14]]

[1] "Version: 2.3.10"

[[15]]

[1] "Version: 2.3.10"

[[16]]

[1] "Version: 2.3.10"

[[17]]

[1] "Version: 2.3.10"

[[18]]

[1] "Version: 2.3.10"

[[19]]

[1] "Version: 2.3.10"

[[20]]

[1] "Version: 2.3.10"

[[21]]

[1] "Version: 2.3.10"

[[22]]

[1] "Version: 2.3.10"
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[[23]]

[1] "Version: 2.3.10"

[[24]]

[1] "Version: 2.3.10"

[[25]]

[1] "Version: 2.3.10"

[[26]]

[1] "Version: 2.3.10"

[[27]]

[1] "Version: 2.3.10"

[[28]]

[1] "Version: 2.3.10"

[[29]]

[1] "Version: 2.3.10"

[[30]]

[1] "Version: 2.3.10"

[[31]]

[1] "Version: 2.3.10"

[[32]]

[1] "Version: 2.3.10"

[[33]]

[1] "Version: 2.3.10"

[[34]]

[1] "Version: 2.3.10"

[[35]]

[1] "Version: 2.3.10"

[[36]]

[1] "Version: 2.3.10"

[[37]]

[1] "Version: 2.3.10"

[[38]]

[1] "Version: 2.3.10"

[[39]]

[1] "Version: 2.3.10"
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[[40]]

[1] "Version: 2.3.10"

[[41]]

[1] "Version: 2.3.10"

[[42]]

[1] "Version: 2.3.10"

[[43]]

[1] "Version: 2.3.10"

[[44]]

[1] "Version: 2.3.10"

[[45]]

[1] "Version: 2.3.10"

[[46]]

[1] "Version: 2.3.10"

[[47]]

[1] "Version: 2.3.10"

[[48]]

[1] "Version: 2.3.10"

[[49]]

[1] "Version: 2.3.10"

[[50]]

[1] "Version: 2.3.10"

[[51]]

[1] "Version: 2.3.10"

[[52]]

[1] "Version: 2.3.10"

[[53]]

[1] "Version: 2.3.10"

[[54]]

[1] "Version: 2.3.10"

[[55]]

[1] "Version: 2.3.10"

[[56]]

[1] "Version: 2.3.10"

[[57]]
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[1] "Version: 2.3.10"

[[58]]

[1] "Version: 2.3.10"

[[59]]

[1] "Version: 2.3.10"

[[60]]

[1] "Version: 2.3.10"

[[61]]

[1] "Version: 2.3.10"

[[62]]

[1] "Version: 2.3.10"

[[63]]

[1] "Version: 2.3.10"

[[64]]

[1] "Version: 2.3.10"

> wdir <- getwd()

> parallel::clusterExport(NULL, "wdir")

> parallel::clusterEvalQ(NULL, setwd(wdir))

[[1]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[2]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[3]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[4]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[5]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[6]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[7]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[8]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[9]]
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[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[10]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[11]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[12]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[13]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[14]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[15]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[16]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[17]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[18]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[19]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[20]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[21]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[22]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[23]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[24]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[25]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[26]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"
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[[27]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[28]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[29]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[30]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[31]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[32]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[33]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[34]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[35]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[36]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[37]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[38]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[39]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[40]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[41]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[42]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[43]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"
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[[44]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[45]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[46]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[47]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[48]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[49]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[50]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[51]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[52]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[53]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[54]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[55]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[56]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[57]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[58]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[59]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[60]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[61]]
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[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[62]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[63]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

[[64]]

[1] "/home/ramon/tmp/ADaCGH2_vignette_tmp_dir"

>

3 The examples

3.1 RAM objects and forking

> cbs.mergel.RAM.fork <- pSegmentDNAcopy(cgh.dat, chrom.dat,

+ merging = "mergeLevels")

> cbs.mad.RAM.fork <- pSegmentDNAcopy(cgh.dat, chrom.dat,merging = "MAD")

> cbs.none.RAM.fork <- pSegmentDNAcopy(cgh.dat, chrom.dat, merging = "none")

> hmm.mergel.RAM.fork <- pSegmentHMM(cgh.dat, chrom.dat, merging = "mergeLevels")

> hmm.mad.RAM.fork <- pSegmentHMM(cgh.dat, chrom.dat, merging = "MAD")

> hs.mergel.RAM.fork <- pSegmentHaarSeg(cgh.dat, chrom.dat,

+ merging = "mergeLevels")

> hs.mad.RAM.fork <- pSegmentHaarSeg(cgh.dat, chrom.dat,

+ merging = "MAD")

> hs.none.RAM.fork <- pSegmentHaarSeg(cgh.dat, chrom.dat,

+ merging = "none")

> glad.RAM.fork <- pSegmentGLAD(cgh.dat, chrom.dat)

> biohmm.mergel.RAM.fork <- pSegmentBioHMM(cgh.dat,

+ chrom.dat,

+ pos.dat,

+ merging = "mergeLevels")

> biohmm.mad.RAM.fork <- pSegmentBioHMM(cgh.dat,

+ chrom.dat,

+ pos.dat,

+ merging = "MAD")

> biohmm.mad.bic.RAM.fork <- pSegmentBioHMM(cgh.dat,

+ chrom.dat,

+ pos.dat,

+ merging = "MAD",

+ aic.or.bic = "BIC")

> cghseg.mergel.RAM.fork <- pSegmentCGHseg(cgh.dat,

+ chrom.dat,

+ merging = "mergeLevels")

> cghseg.mad.RAM.fork <- pSegmentCGHseg(cgh.dat,

+ chrom.dat,

+ merging = "MAD")

> cghseg.none.RAM.fork <- pSegmentCGHseg(cgh.dat,

+ chrom.dat,

+ merging = "none")
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> waves.mergel.RAM.fork <- pSegmentWavelets(cgh.dat,

+ chrom.dat, merging = "mergeLevels")

> waves.mad.RAM.fork <- pSegmentWavelets(cgh.dat,

+ chrom.dat, merging = "MAD")

> waves.none.RAM.fork <- pSegmentWavelets(cgh.dat,

+ chrom.dat, merging = "none")

>

3.2 ff objects and cluster

Compared to the section 3.1, the main differences are that we explicitly set the typeParall

argument to "cluster" (the default is “fork”) and the change in the names of the input data
(which now refer to the names of the RData objects that contain the ff objects).

> cbs.mergel.ff.cluster <- pSegmentDNAcopy("cghData.RData", "chromData.RData",

+ merging = "mergeLevels",

+ typeParall = "cluster")

> cbs.mad.ff.cluster <- pSegmentDNAcopy("cghData.RData", "chromData.RData",

+ merging = "MAD",

+ typeParall = "cluster")

> cbs.none.ff.cluster <- pSegmentDNAcopy("cghData.RData", "chromData.RData",

+ merging = "none",

+ typeParall = "cluster")

> hmm.mergel.ff.cluster <- pSegmentHMM("cghData.RData", "chromData.RData",

+ merging = "mergeLevels",

+ typeParall = "cluster")

> hmm.mad.ff.cluster <- pSegmentHMM("cghData.RData", "chromData.RData",

+ merging = "MAD",

+ typeParall = "cluster")

> hs.mergel.ff.cluster <- pSegmentHaarSeg("cghData.RData", "chromData.RData",

+ merging = "mergeLevels",

+ typeParall = "cluster")

> hs.mad.ff.cluster <- pSegmentHaarSeg("cghData.RData", "chromData.RData",

+ merging = "MAD", typeParall = "cluster")

> hs.none.ff.cluster <- pSegmentHaarSeg("cghData.RData", "chromData.RData",

+ merging = "none", typeParall = "cluster")

> glad.ff.cluster <- pSegmentGLAD("cghData.RData", "chromData.RData",

+ typeParall = "cluster")

> biohmm.mergel.ff.cluster <- pSegmentBioHMM("cghData.RData",

+ "chromData.RData",

+ "posData.RData",

+ merging = "mergeLevels",

+ typeParall = "cluster")

> biohmm.mad.ff.cluster <- pSegmentBioHMM("cghData.RData",

+ "chromData.RData",

+ "posData.RData",

+ merging = "MAD",

+ typeParall = "cluster")

> biohmm.mad.bic.ff.cluster <- pSegmentBioHMM("cghData.RData",

+ "chromData.RData",

+ "posData.RData",

+ merging = "MAD",
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+ aic.or.bic = "BIC",

+ typeParall = "cluster")

> cghseg.mergel.ff.cluster <- pSegmentCGHseg("cghData.RData",

+ "chromData.RData",

+ merging = "mergeLevels",

+ typeParall = "cluster")

> cghseg.mad.ff.cluster <- pSegmentCGHseg("cghData.RData",

+ "chromData.RData",

+ merging = "MAD",

+ typeParall = "cluster")

> cghseg.none.ff.cluster <- pSegmentCGHseg("cghData.RData",

+ "chromData.RData",

+ merging = "none",

+ typeParall = "cluster")

> waves.mergel.ff.cluster <- pSegmentWavelets("cghData.RData",

+ "chromData.RData",

+ merging = "mergeLevels",

+ typeParall = "cluster")

> waves.mad.ff.cluster <- pSegmentWavelets("cghData.RData",

+ "chromData.RData",

+ merging = "MAD",

+ typeParall = "cluster")

> waves.none.ff.cluster <- pSegmentWavelets("cghData.RData",

+ "chromData.RData",

+ merging = "none",

+ typeParall = "cluster")

>

3.3 ff objects and forking

The main difference with section 3.2 is the argument typeParall; we did not need to pass
it explicitly (since the default is fork), but we will do for clarity.

> cbs.mergel.ff.fork <- pSegmentDNAcopy("cghData.RData", "chromData.RData",

+ merging = "mergeLevels",

+ typeParall = "fork")

> cbs.mad.ff.fork <- pSegmentDNAcopy("cghData.RData", "chromData.RData",

+ merging = "MAD",

+ typeParall = "fork")

> cbs.none.ff.fork <- pSegmentDNAcopy("cghData.RData", "chromData.RData",

+ merging = "none", typeParall = "fork")

> hmm.mergel.ff.fork <- pSegmentHMM("cghData.RData", "chromData.RData",

+ merging = "mergeLevels", typeParall = "fork")

> hmm.mad.ff.fork <- pSegmentHMM("cghData.RData", "chromData.RData",

+ merging = "MAD", typeParall = "fork")

> hs.mergel.ff.fork <- pSegmentHaarSeg("cghData.RData", "chromData.RData",

+ merging = "mergeLevels", typeParall = "fork")

> hs.mad.ff.fork <- pSegmentHaarSeg("cghData.RData", "chromData.RData",

+ merging = "MAD", typeParall = "fork")

> hs.none.ff.fork <- pSegmentHaarSeg("cghData.RData", "chromData.RData",

+ merging = "none", typeParall = "fork")

> glad.ff.fork <- pSegmentGLAD("cghData.RData", "chromData.RData",
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+ typeParall = "fork")

> biohmm.mergel.ff.fork <- pSegmentBioHMM("cghData.RData",

+ "chromData.RData",

+ "posData.RData",

+ merging = "mergeLevels",

+ typeParall = "fork")

> biohmm.mad.ff.fork <- pSegmentBioHMM("cghData.RData",

+ "chromData.RData",

+ "posData.RData",

+ merging = "MAD",

+ typeParall = "fork")

> biohmm.mad.bic.ff.fork <- pSegmentBioHMM("cghData.RData",

+ "chromData.RData",

+ "posData.RData",

+ merging = "MAD",

+ aic.or.bic = "BIC",

+ typeParall = "fork")

> cghseg.mergel.ff.fork <- pSegmentCGHseg("cghData.RData",

+ "chromData.RData",

+ merging = "mergeLevels",

+ typeParall = "fork")

> cghseg.mad.ff.fork <- pSegmentCGHseg("cghData.RData",

+ "chromData.RData",

+ merging = "MAD", typeParall = "fork")

> cghseg.none.ff.fork <- pSegmentCGHseg("cghData.RData",

+ "chromData.RData",

+ merging = "none", typeParall = "fork")

> waves.merge.ff.fork <- pSegmentWavelets("cghData.RData",

+ "chromData.RData",

+ merging = "mergeLevels",

+ typeParall = "fork")

> waves.mad.ff.fork <- pSegmentWavelets("cghData.RData",

+ "chromData.RData",

+ merging = "MAD",

+ typeParall = "fork")

> waves.none.ff.fork <- pSegmentWavelets("cghData.RData",

+ "chromData.RData",

+ merging = "none",

+ typeParall = "fork")

>

>

3.4 Comparing output

Here we verify that using different input and clustering methods does not change the results.
Before carrying out the comparisons, however, we open the ff objects gently.

First, we will open the objects created above (same objects as were also created in the
main vignette, in section ”Carrying out segmentation and calling”). Instead of inserting many
calls to each individual object, we open all available objects that match ff.cluster. To do
that quickly we store the names of the objects

> ff.cluster.obj <- ls(pattern = "*.ff.cluster")
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pages with the string “TRUE”)

> tmpout <-

+ capture.output(

+ lapply(ff.cluster.obj, function(x) lapply(get(x), open))

+ )

We repeat that operation with the output from section 3.3:

> ff.fork.obj <- ls(pattern = "*.ff.fork")

> tmpout <-

+ capture.output(

+ lapply(ff.fork.obj, function(x) lapply(get(x), open))

+ )

>

And we create the list of results from the RAM and forking runs (no need for special
opening here, since these are not ff objects)

> RAM.fork.obj <- ls(pattern = "*.RAM.fork")

We can now compare the output. We want to compare the output from three different
methods, so we need to run three comparisons (this is what we did explicitly in the help for
pSegment). Since this is a very repetitive operation, we define a small utility function that
will return TRUE if both components (outSmoothed and outState) of all three objects are
identical. (Since the function will take as input not an actual object, but a name, we use
get inside the function.)

We use all.equal to compare the output from the smoothing, to allow for possible
numerical fuzz (that could result from differences in storage). When comparing the assigned
state, however, we check for exact identity.

> identical3 <- function(x, y, z) {

+ comp1 <- all.equal(get(x)$outSmoothed[ , ], get(y)$outSmoothed[ , ])

+ comp2 <- all.equal(get(y)$outSmoothed[ , ], get(z)$outSmoothed[ , ])

+ comp3 <- identical(get(x)$outState[ , ], get(y)$outState[ , ])

+ comp4 <- identical(get(y)$outState[ , ], get(z)$outState[ , ])

+ if (!all(isTRUE(comp1), isTRUE(comp2), comp3, comp4)) {

+ cat(paste("Comparing ", x, y, z, "\n",

+ "not equal: some info from comparisons.\n",

+ "\n comp1 = ", paste(comp1, sep = " ", collapse = "\n "),

+ "\n comp2 = ", paste(comp2, sep = " ", collapse = "\n "),

+ "\n comp3 = ", paste(comp3, sep = " ", collapse = "\n "),

+ "\n comp4 = ", paste(comp4, sep = " ", collapse = "\n "),

+ "\n\n"))

+ return(FALSE)

+ } else {

+ TRUE

+ }

+ }

You should expect most (though not necessarily all) the comparisons to yield a TRUE. In
some cases, however, different runs of the same method might not yield the same results (e.g.,
CBS, HMM, etc). If you get non-identical results, you can try running those methods a few
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times, to check for differences. You can also disable load balancing, and try using reproducible
streams for the random number generators (see the vignette of package parallel).

Let’s check those results then:

> mapply(identical3, RAM.fork.obj,

+ ff.fork.obj, ff.cluster.obj)

Comparing cbs.none.RAM.fork cbs.none.ff.fork cbs.none.ff.cluster

not equal: some info from comparisons.

comp1 = TRUE

comp2 = Component 4: Mean relative difference: 0.03339901

comp3 = TRUE

comp4 = FALSE

Comparing glad.RAM.fork glad.ff.fork glad.ff.cluster

not equal: some info from comparisons.

comp1 = TRUE

comp2 = Component 4: Mean relative difference: 0.5858093

comp3 = TRUE

comp4 = FALSE

biohmm.mad.bic.RAM.fork biohmm.mad.RAM.fork biohmm.mergel.RAM.fork

TRUE TRUE TRUE

cbs.mad.RAM.fork cbs.mergel.RAM.fork cbs.none.RAM.fork

TRUE TRUE FALSE

cghseg.mad.RAM.fork cghseg.mergel.RAM.fork cghseg.none.RAM.fork

TRUE TRUE TRUE

glad.RAM.fork hmm.mad.RAM.fork hmm.mergel.RAM.fork

FALSE TRUE TRUE

hs.mad.RAM.fork hs.mergel.RAM.fork hs.none.RAM.fork

TRUE TRUE TRUE

waves.mad.RAM.fork waves.mergel.RAM.fork waves.none.RAM.fork

TRUE TRUE TRUE

>

(Of course, we depend on the lists of names of objects having the output from the same
method and option in the same position, which is the case in these examples).

4 Exercising the code for the load balancing options

This section simply exercises the load balancing options. We use Haar as it is the fastest
method, and one unlikely to be affected by the order in which different columns are run (in
contrast to, say, HMM), so we need not worry about random numbers here.

> hs.none.RAM.fork <- pSegmentHaarSeg(cgh.dat, chrom.dat,

+ merging = "none")

> hs.none.RAM.fork.lb <- pSegmentHaarSeg(cgh.dat, chrom.dat,

+ merging = "none", loadBalance = TRUE)

> hs.none.RAM.fork.nlb <- pSegmentHaarSeg(cgh.dat, chrom.dat,

+ merging = "none", loadBalance = FALSE)

> identical3("hs.none.RAM.fork", "hs.none.RAM.fork.lb", "hs.none.RAM.fork.nlb")
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[1] TRUE

> hs.none.ff.cluster <- pSegmentHaarSeg("cghData.RData", "chromData.RData",

+ merging = "none", typeParall = "cluster")

> hs.none.ff.cluster.lb <- pSegmentHaarSeg("cghData.RData", "chromData.RData",

+ merging = "none", typeParall = "cluster",

+ loadBalance = TRUE)

> hs.none.ff.cluster.nlb <- pSegmentHaarSeg("cghData.RData", "chromData.RData",

+ merging = "none", typeParall = "cluster",

+ loadBalance = FALSE)

> ## do not show all the opening ... messages

> tmpout <-

+ capture.output(

+ lapply("hs.none.ff.cluster", function(x) lapply(get(x), open))

+ )

> tmpout <-

+ capture.output(

+ lapply("hs.none.ff.cluster.lb", function(x) lapply(get(x), open))

+ )

> tmpout <-

+ capture.output(

+ lapply("hs.none.ff.cluster.nlb", function(x) lapply(get(x), open))

+ )

> identical3("hs.none.ff.cluster", "hs.none.ff.cluster.lb",

+ "hs.none.ff.cluster.nlb")

[1] TRUE

> hs.none.ff.fork <- pSegmentHaarSeg("cghData.RData", "chromData.RData",

+ merging = "none", typeParall = "fork")

> hs.none.ff.fork.lb <- pSegmentHaarSeg("cghData.RData", "chromData.RData",

+ merging = "none", typeParall = "fork",

+ loadBalance = TRUE)

> hs.none.ff.fork.nlb <- pSegmentHaarSeg("cghData.RData", "chromData.RData",

+ merging = "none", typeParall = "fork",

+ loadBalance = FALSE)

> tmpout <-

+ capture.output(

+ lapply("hs.none.ff.fork", function(x) lapply(get(x), open))

+ )

> tmpout <-

+ capture.output(

+ lapply("hs.none.ff.fork.lb", function(x) lapply(get(x), open))

+ )

> tmpout <-

+ capture.output(

+ lapply("hs.none.ff.fork.nlb", function(x) lapply(get(x), open))

+ )

> identical3("hs.none.ff.fork", "hs.none.ff.fork.lb", "hs.none.ff.fork.nlb")

[1] TRUE

>
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(There is no need to compare between ff.fork, ff.cluster, RAM.fork, as those were already
shown to be identical.)

5 Clean up actions

These are not strictly necessary, but we will explicitly stop the cluster. In this vignette, we
will not execute the code below to remove the directory we created or the objects, in case
you want to check them out or play around with them, but the code is below.

To make sure there are no file permission problems, we add code below to explicitly delete
some of the ”ff” files and objects (and we wait a few seconds to allow pending I/O operations
to happen before we delete the directory).

> parallel::stopCluster(cl2)

> ## This is the code to remove all the files we created

> ## and the temporary directory.

> ## We are not executing it!

>

> load("chromData.RData")

> load("posData.RData")

> load("cghData.RData")

> delete(cghData); rm(cghData)

> delete(posData); rm(posData)

> delete(chromData); rm(chromData)

> tmpout <-

+ capture.output(

+ lapply(ff.fork.obj, function(x) {

+ lapply(get(x), delete)}))

> rm(list = ff.fork.obj)

> tmpout <-

+ capture.output(

+ lapply(ff.cluster.obj, function(x) {

+ lapply(get(x), delete)}))

> rm(list = ff.cluster.obj)

> setwd(originalDir)

> print(getwd())

> Sys.sleep(3)

> unlink("ADaCGH2_vignette_tmp_dir", recursive = TRUE)

> Sys.sleep(3)
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